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Abstract 
This text offers an introduction to binary logistic regression, a confirmatory 
technique for statistically modelling the effect of one or several predictors on 
a binary response variable. It is explained why logistic regression is 
exceptionally well suited for the comparison of near synonyms in corpus data; 
the technique allows the researcher to identify the different factors that have 
an impact on the choice between near synonyms, and to tease apart their 
respective effects. Moreover, the technique is well suited to deal with the type 
of unbalanced data sets that are typical of corpus linguistics.   
First, we describe in which contexts logistic regression is applicable and we 
give examples of the types of research questions for which it is an appropriate 
tool. Next, we explain why and how logistic regression analysis is different 
from linear regression analysis and we illustrate how the output of logistic 
regression analysis can be interpreted, using the study of an alternation 
pattern in Dutch as our example. The R code used in the case study is 
explained in detail and an URL is given from which R code and data sets can 
be downloaded. Finally, suggestions for further reading are given. 
 
1.  Introduction 
 
Although its roots date back to research in the biological sciences in the first 
half of the twentieth century (Berkson 1944; Wilson and Worcester 1943), 
logistic regression did not mature and gain acceptance until the sixties and 
seventies of the twentieth century (e.g. Cox 1969; Nelder and Wedderburn 
1972). After its initial acceptance in epidemiology, it rapidly spread to other 



fields. It is now widely accepted as a (or even the) dominant method for 
studies in which the response variable has two possible outcomes. It is 
commonly employed in biology, criminology, ecology, economics, 
engineering, health policy, medical sciences, and many other fields, and is 
supported by all major statistical software packages. 
 Linguistics, more specifically variationist linguistics, was an early 
adopter of logistic regression. The VARBRUL tool (Cedergren and Sankoff 
1974; Sankoff 1988) was an early implementation of logistic regression 
implemented specifically in support of the analysis of linguistic variation. By 
consequence, many sociolinguists were using the technique even before it 
was implemented in the major statistical software packages. Goldvarb X 
(Sankoff, Tagliamonte and Smith 2005), the latest incarnation of the 
VARBRUL program, is still widely used in variationist linguistics, even 
though nowadays major statistical software packages typically offer many 
more options than VARBRUL/Goldvarb (see e.g. Johnson 2008 for a 
discussion of this issue).  
 By contrast, apart from the specific tradition of VARBRUL/Goldvarb 
use in sociolinguistics, logistic regression has only rather recently become 
more generally widespread in linguistics (some early examples are Williams 
1994; Arnold et al. 2000; Grondelaers, Speelman & Geeraerts 2002; Keune et 
al. 2005). However, in recent years the number of linguistic studies that use 
logistic regression has been rapidly increasing. 
 Logistic regression is a broad topic for several reasons. First, there 
are a great deal of technicalities involved in what happens ‘under the hood’ 
when a logistic regression analysis is run, just as there are a lot of different 
tools available that also sometimes differ in their technical details. Second, 
the technique can be applied to many different types of (linguistic) research 
questions, phenomena and data sets, including data obtained from 
psycholinguistic experiments and surveys, as well as data obtained from 
corpora. Third, since its first introduction, the technique has evolved in many 
ways and several extensions or variations of the technique now cover 
situations that were originally not covered by logistic regression (e.g. 
polytomous response variables; random factors). Since this paper cannot 
aspire to be exhaustive in its coverage, some choices were made. With respect 
to the first point, this description is intended as a non-technical introduction to 
logistic regression that does not discuss the underlying mathematics and 
instead zooms in on the basic rationale of the technique and on issues and 
pitfalls relating to the practical use of the technique. Second, examples in the 
paper will primarily be drawn from corpus linguistics. Third, we restrict 



ourselves to the basic technique and do not cover extensions such as 
polytomous response variables and random factors. References to literature 
that does cover these items are given in section 7, at the end of the chapter. 
 
 
2. Simple logistic regression analysis 
 
Just like other types of regression analysis, logistic regression is a technique 
that allows one to examine the relation between one or several predictor 
variables and a response variable. The most important variable in any 
regression analysis is the response variable (also called dependent variable or 
simply response). This is the variable that captures the linguistic behaviour in 
which you are primarily interested. Typically, it measures some aspect of the 
linguistic phenomenon of your interest, in the form of either some 
characteristic of the actual utterances that instantiate the phenomenon or some 
characteristic of their production, perception or evaluation.  
 In traditional linear regression analysis, the response variable must 
be a numeric variable, such as reaction time in a lexical decision task (or 
some derived value thereof, such as log-transformed reaction time) or formant 
one position (F1 frequency) in the pronunciation of a particular vowel in a 
phonetic study, etc. Logistic regression, on the other hand, is designed for 
studies in which the response variable is a categorical variable with two 
possible values (this is often called a binary variable or a dichotomous 
variable; the ‘classical’ type of logistic regression that is the topic of this text, 
therefore, is sometimes called binary logistic regression or dichotomous 
logistic regression). Possible examples are the realisation or non-realisation 
of word-final r in spoken English, the choice between two (near-)synonyms 
such as bike versus bicycle, word order choice in particle placement (e.g. he 
picked up the book versus he picked the book up), the choice between s-
genitive or of-genitive (e.g. John’s house versus the house of John), dative 
alternation (e.g. he gave me money versus he gave money to me), etc.  
 The other variable or variables involved in a regression analysis are 
called predictor variables (or predictors or independent variables). These are 
the variables that you hypothesize may have an effect on the response 
variable (note that in this text the term ‘effect’ simply refers to a correlation 
pattern, not necessarily to a causal relation). In logistic regression, as is also 
the case in linear regression analysis, the predictor variables can be either 
numerical or categorical. Therefore, they can easily represent very different 
types of information, ranging from morpho-syntactic and semantic 



characteristics of the utterance under scrutiny over pragmatic characteristics 
of the utterance and its broader linguistic context, to characteristics of the 
speakers and hearers (or writers and intended audience) and of the situation in 
which the utterance takes place or took place. 
 Logistic regression, then, is suited for all investigations in which the 
variation in the response variable is essentially probabilistic in all situations 
under scrutiny. This means that, for all possible configurations of predictor 
values that can occur in a single observation, it holds true that both outcomes 
of the response variable are essentially possible, even if one outcome is far 
more probable than the other. Furthermore, the method assumes that, in all 
situations under scrutiny, the two possible outcomes of the response variable 
are two mutually exclusive alternatives that together exhaust the options the 
language user has at his disposal with respect to the phenomenon under 
scrutiny. In other words, the alternatives must perform (more or less) the 
same (linguistic) function and they must do so in a tertium excluditur type of 
way; it must not be the case that there exist other alternatives that perform the 
same function and that are not covered by the two outcomes of the response 
variable.  
 The way we try to establish the effect of predictor variables on the 
response variable in logistic regression can best be explained by starting from 
linear regression, the ‘prototypical case’ of regression analysis, and then 
comparing logistic regression to this prototypical case. We start by comparing 
simple linear regression, which is linear regression with one predictor, with 
its logistic counterpart, simple logistic regression, which is logistic regression 
with one predictor.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 
Figure 1.  A linear relation and two logistic relations 
 
In Figure 1, we see three fictitious examples of relations between a predictor 
(on the x-axis) and a response (on the y-axis). In our first exploration of 
Figure 1, we only look at the points (the small circles) that are plotted, and for 
the moment we ignore the grey lines and the +-symbols. The scatterplot in the 
left panel represents all correct decisions in some lexical decision task in 
which stimuli are spoken with a regional accent; the points are instances of 
hearers reacting to a stimulus produced by some speaker; the x-axis represents 
distance in kilometres between the hearer’s place of residence and the 
speaker’s place of residence. The y-axis represents log-transformed reaction 
times in the lexical decision task. The scatterplot illustrates that as the 
distances grow larger, on average the log-transformed reaction times also tend 
to be larger (i.e. the reactions tend to be slower). The middle panel and the 
right panel represent two different apparent-time studies in which the use, by 
speakers with ages varying from ten years to ninety years, of two alternative 
pronunciations of а phoneme are recorded; the alternative pronunciations are 
the presence and absence of some specific innovative feature (which we will 
not specify since the data are fictitious anyhow).  

For a logistic regression to be possible, the categorical response variable 
is (typically automatically) converted to a so-called dummy variable. 
Technically, this dummy variable is a numeric variable with only two 
possible values, namely 0 and 1. Value 1 is often called the success outcome 
(which is just a naming convention; it does not imply that this outcome is 
more desirable). The points in the middle plot and the right plot in Figure 1 
are instances of a speaker using either one of two pronunciation variants. The 
x-axis represents the age of the speaker and the y-axis represents the 
pronunciation variant that was used (1 meaning ‘presence of the innovative 
feature’ and 0 meaning ‘absence of the innovative feature’). The middle and 
right plot are scatterplots like the left plot, but they look unusual because the 
response variable on the y-axis can have only two possible values. What we 
see, in the middle plot more clearly than in the right plot, is that in both plots, 
older people tend to use the innovative feature less often than younger people. 
You see this because the horizontal lines of points with y=1 grow thinner as 
the age increases and the horizontal lines of points with y=0 grow thicker as 
the age increases. 
 Simple regression analysis tries to capture tendencies such as the 
ones we see in these scatterplots. In the case of the left panel, the most basic 



form of simple linear regression can be used. Conceptually what we do is we 
use simple linear regression to try and capture the relation between predictor 
distance and response logRT (log-transformed reaction time) by trying to 
find a straight line that connects the logRT averages for each specific 
distance-value (or that at least deviates from these distance-specific logRT 
averages as little as possible). Technically, what the technique does is choose 
a straight line that is such that the sum of the squares of all residuals is as 
small as possible, the residuals being the vertical distances between the points 
in the scatterplot and the straight line that is chosen by the technique. This is 
called the ordinary least squares procedure for fitting a line. The fitted line is 
depicted in grey in the left panel of Figure 1. Technically, it is defined by two 
numbers. The first number is the intercept, which gives the y-value for x 
being zero. Here the fitted intercept is 6.8, meaning that according to the 
fitted line the mean logRT for distance zero is 6.8. The second number is the 
slope, which gives the fitted increase (or decrease) of y for each unit change 
in x. Here the fitted slope is 0.004, meaning that according to the fitted line 
the mean logRT increases by 0.004 for each kilometre that is added to the 
distance. 
 Linear regression subsequently allows us to test whether the slope of 
this fitted line is significantly different from zero.1 This statistical test comes 
with an assumption: it is an acceptable simplification to think of the actual 
relation between distance and logRT as a straight line connecting all 
distance-specific mean logRTs from which the individual cases deviate in 
such a way that their vertical distances from this line are essentially 
‘unstructured noise that behaves similarly across all ages’. The technical 
formulation of the latter assumption is that the actual vertical distances, the 
so-called errors,2 are normally distributed with mean zero and with a variance 
that is the same for all distances. In the example in the left panel of Figure 1, 
we do not have enough separate cases for distance=0, distance=1, distance=2, 
etc. for us to verify, at that level of granularity, whether the data are in 
agreement with the above assumption. What we could do, however, to have at 
least a rough idea of whether the data are in agreement with this assumption, 
is split up the distances into the ranges zero to twenty kilometres, twenty to 
forty kilometres, forty to sixty, etc., and then for each range check whether at 
the midpoint of that range the line fitted by the regression is indeed close to 
the average logRT of that range.  
 In Figure 1, we have plotted the average logRT for each range as a 
grey +-symbol, using the range midpoint as x-coordinate. We see the +-
symbols are reasonably close to the fitted line. Additionally, we can check 



whether, in each range, the observations are symmetrically scattered above 
and below the fitted line (thus rendering the residuals close to normal in this 
range) and whether they do so in a comparable way in all ranges (i.e. in such 
a way that the residuals are not markedly bigger in one range than in 
another). The data seem to be roughly in agreement with the assumption, so 
we can perform the statistical test. Incidentally, the result of the test for these 
data is that the slope, which is estimated to be 0.004, is clearly statistically 
significant at the usual 95% confidence level (p < 0.001, so we are far more 
than 95% confident that the actual slope, i.e. the slope in the population from 
which the sample was drawn, differs from zero). We can also build a 95% 
confidence interval for the slope, which turns out to range from 0.0036 to 
0.0052. So the simple linear regression estimates that, for every additional 
kilometre, a value of 0.004 is added to the (distance-specific) average logRT, 
and the confidence interval states that we are 95% confident that the actual 
slope is between 0.0036 and 0.0052.  
 In the middle panel and right panel of Figure 1, we see fitted lines 
that result from logistic regression analyses. The purpose of logistic 
regression is very similar to that of linear regression. Here too a line is fitted 
by the algorithm in such a way that it passes through all local (i.e. age-
specific) average y-values (or at least gets as close as possible to this). But 
what does such a local average mean here? We can think of individual y-
values as well as average y-values as ‘proportions of cases that have the 
innovative feature’. In the trivial case of individual observations, this 
proportion is always either 100% (if y=1) or 0% (if y=0), but if we look at 
several cases taken together (e.g. 10 cases taken together, three of which have 
y=1 and seven have y=0), the average y gives us the proportion of ‘successes’ 
in these cases (e.g. 3/10 = 0.3 = 30%). In a way that is very similar to what 
we did for the left panel of Figure 1, in the other panels we also split up the x-
values in ranges (here using the ranges ten to twenty six years, twenty seven 
to forty-two, forty-three to fifty-eight, etc.) and plotted the average y-values 
for the ranges as +-symbols using the range midpoints 18, 34, 50, ... as x-
coordinates. You see the fitted lines are close to the +-symbols.  
 In logistic regression, just like in linear regression, a fitted line either 
goes up all of the time or it goes down all of the time, or it is a flat horizontal 
line, and what we are essentially interested in is whether the line goes up or 
down in a way that is significantly different from the no-effect case of a flat 
horizontal line. Obviously there is an important difference between logistic 
and linear regression, which is that apart from the no-effect case (which is 
represented as a horizontal straight line in both logistic and linear regression), 



all other lines that can be fitted in logistic regression are not straight lines: 
they are logistic curves. In the (trivial) no-effect case a logistic curve is a 
horizontal straight line, but all other logistic curves that can be fitted are a 
type of curve that approximates a straight line wherever the proportion of 
success is not too close to 0% or 100%, but in which the slope decreases (but 
never completely disappears) as the proportions of success approximate 0% 
or 100%. If, for the range of x-values that we study, proportions of success 
approach either 0% or 100%, we clearly see this change of slope (and if there 
are proportions that are close to both 0% and 100% we see ‘the full shape’ of 
the logistic curve, which is an S-shaped curve such as the one in the middle 
panel of Figure 1). Often, however, such extreme proportions do not occur 
among the x-values we study, and then, the visible part of the logistic curve 
often is hardly distinguishable from a straight line (as is the case in the right 
panel of Figure 1).  
 The way the logistic curve is fitted is rather complicated: fitting a 
logistic relation between a predictor x and a proportion of success y is done 
by fitting a linear relation between predictor x and the logit of y. The logit of a 
proportion is a doubly transformed version of the proportion; it is the log-
transformation of the odds that correspond to the proportion. We will 
illustrate, on the basis of Figure 2, that a linear relation between x and the 
logit of success proportion y implies a logistic relation between x and success 
proportion y. The top left panel in Figure 2 illustrates the first step in the two-
step conversion of proportions into logits, which is the transition from 
proportions to odds. Odds are calculated as ‘number of successes divided by 
number of failures’, which is the same as ‘proportion of success divided by 
proportion of failure’. For instance, a success proportion of 80% corresponds 
to four successes for each failure (odds = 4/1 = 0.8/0.2 = 4) and a success 
proportion of 20% corresponds to one success for every four failures (odds 
=1/4 = 0.2/0.8 = 0.25). As can be seen in the figure, the plot that maps 
proportions onto odds looks a bit strange in the sense that the result is 
asymmetrical; odds for proportions in which success outweighs failure span 
the range from one all the way to plus infinity. Odds for proportions in which 
failure outweighs success, on the other hand are all between one and zero. 
The top right panel shows the second step in the two-step conversion of 
proportions into logits, which goes from odds to log-transformed odds (i.e. to 
logits), and which corrects the asymmetry. On the logit scale that we reach 
after the second transformation, zero is the point where success and failure 
are in balance, negative values (which can span the range from zero to minus 
infinity) indicate that failure outweighs success and positive values (which 



can span the range from zero to plus infinity) indicate that success outweighs 
failure. The bottom left panel illustrates the transition from proportions to log 
odds (i.e. to logits) in one step. We clearly see that for proportions that are 
sufficiently far removed from 0% and 100%, there is a ‘not too far from 
linear’ relation between proportions and logits, which means that a constant 
increase or decrease in proportions corresponds to a constant increase or 
decrease in logits, but as proportions get close to 0% and 100%, a constant 
increase or decrease in proportions corresponds to an increase or decrease in 
logits that gets bigger the closer we are to 0% and 100%.  
 In the fourth panel, we flip the relation around and show the inverse 
transition from logits to proportions. We recognise the logistic curve we also 
saw in Figure 1: for proportions that are not too close to 0% and 100%, logits 
map almost linearly to proportions, but as proportions get close to 0% logits 
can keep on becoming smaller at a constant rate but with an ever-diminishing 
(but never completely vanishing) effect on the further decrease of the 
corresponding proportion and as proportions get close to 100% logits can 
keep on becoming bigger at a constant rate but with an ever-diminishing (but 
never completely vanishing) effect on the further increase of the 
corresponding proportion. This fourth panel brings us to the most crucial 
observation regarding Figure 2; since logits have a logistic relation to 
proportions of success, anything that relates linearly to logits (most notably 
the predictors in our logistic regression models) will automatically also have a 
logistic relation to the proportions of success. Or still more explicitly, the 
absence of a linear effect of the predictor on the logit (flat horizontal line) 
implies the absence of a logistic effect of the predictor on the proportion of 
success (flat horizontal line); a positive linear effect of the predictor on the 
logit (straight line going up) implies a positive ‘logistic effect’ of the 
predictor on the proportion of success (S-curve going up); a negative linear 
effect of the predictor on the logit (straight line going down) implies a 
negative ‘logistic effect’ of the predictor on the proportion of success (S-
curve going down).   
 
 
 
 
 
 
 
  
 



 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2.  The relation between proportions, odds and logits 
 
There are conceptual as well as technical reasons why we use logistic 
regression and fit logistic curves to model the ‘proportion of success’ in the 
case of a binary response variable (as opposed to trying to apply linear 
regression and fit straight lines to model these proportions of success). 
Conceptually, if you have a response variable, the outcomes of which are 
inherently probabilistic in all situations under investigation, and you have a 
predictor that has an effect on the probability of success in your response 
variable, it often makes sense to expect the effect of the predictor on the 
probability of success to become smaller as probabilities approach zero or a 
hundred per cent. By way of a ‘thought exercise’, let us take a non-linguistic 
and a linguistic example to reason about this.  
 First, consider the probability of some skilled basketball player 
succeeding in throwing the ball in the basket, with, as predictor variable, his 
distance from the basket (with distances ranging from say 1 meter to 28 
meters) and as response variable a categorical variable with two possible 
outcomes; the ball either goes in (y=1) or it does not (y=0). It seems 
reasonable to expect there to be some distance where the probability of 
success is about 50%. I am not a basketball player, and to be fair I have no 
idea what this distance would be, but for the sake of the argument let us say it 
is about nine meters. It is reasonable then to expect that in the range of 
distances close to nine meters (say starting from six meters up to twelve 
meters) the probability of success clearly goes down for each extra meter that 
is added to the distance. However, as soon as you are in a distance range 
where the probability of success is really low (let us assume this starts from 
fourteen meters), it is reasonable to expect the probability of success to 



further drop with each additional meter one gets further from the basket, but 
no longer at the same rate as in the ‘middle area of distances’ (because 
otherwise one would rapidly end up with probabilities below 0%, which is 
impossible). Likewise, as soon as you are in a distance range where the 
probability of success is really high (let us assume this starts from five 
meters), it is reasonable to expect the probability of success to further rise 
with every additional meter one gets closer to the basket, but no longer at the 
same rate as in the ‘middle area’ (because otherwise one would rapidly end 
up with probabilities above 100%, which is impossible). In other words, the 
idea is that going still further when one is already far away from the basket 
very likely still makes the task more difficult, but this added difficulty only 
modestly affects proportions of success (because these already are really 
low). Likewise, coming still closer when one is already close to the basket 
very likely still makes the task easier, but this reduction of difficulty only 
modestly affects proportions of success (because these already are really 
high).  

A ‘thought exercise’, from linguistics, would be the situation of a person 
moving to another country and then taking classes to learn the language 
spoken in that country. In our (admittedly extremely simplistic) ‘thought 
exercise’, we use ‘number of language classes taken’ as a predictor and the 
response is the ‘success’ of sentences produced by the person in everyday 
conversations in this new language (each sentence being a separate case); let 
us say that for each sentence, y=1 if the sentence is error-free and y=0 if the 
sentence contains at least one error. It makes sense to assume that initially 
almost all sentences will contain errors and that it will take a while for the 
classes to pay off so much that the person will start producing completely 
error-free sentences. It further makes sense that subsequently the person gets 
to a stage where on the one hand lessons begin to pay off more clearly but on 
the other hand still a lot of further progress can be made, so further lessons 
can clearly improve the probability of producing completely successful 
sentences. Finally, however, when the person reaches a level in which most 
sentences will be produced correctly, more classes will still allow for progress 
but the pace of progress will drop, at least if progress is measured as ‘increase 
of the proportion of successful sentences’. It is likely that one will keep on 
making progress, but this additional progress will show less and less in the 
proportions of success since the person already is very successful with respect 
to the criterion of success that is used.3 
 Let us only briefly consider the technical reasons why attempts to 
apply linear regression to fit straight lines to model proportions of success can 



run into problems. The first technical reason boils down to the same thing as 
the conceptual reason mentioned above; when trying to fit a straight line, one 
may end up assigning impossible average proportions of success to some 
values of the predictor. When this only occurs for predictor values outside the 
range of our research interest (as would be the case in the right panel of 
Figure 1), this is not a serious problem. If, however, this occurs for predictor 
values inside the range of our research interest (as would be the case in the 
middle panel of Figure 1), that would very much affect the quality, 
interpretability and attractiveness of the analysis. 
 Other technical problems that can arise are related to the assumption 
underlying inferential tests in linear regression (the assumption of the actual 
errors being normally distributed with mean zero and with a variance that is 
the same for all values of the predictor). Since the actual values of individual 
observations can only be zero and one, it is technically impossible for them to 
meet this assumption (with two possible values, a normal distribution is 
impossible; moreover, equal variance across very different proportions of 
success also becomes impossible). Therefore, the technique of logistic 
regression is built on a different assumption. Like in the case of linear 
regression, the assumption is that the ‘errors are just structureless random 
noise’, but the assumption is more adapted to the context of proportions of 
success. It can be restated, more technically, as: a logistic curve connects all 
x-value specific proportions of success, and the number of successes that can 
be expected for any specific x-value has a binomial distribution with sample 
size the number of observations for that x-value, and with underlying 
probability of success the actual average proportion of success for that x-
value. Incidentally, because of this assumption, binary logistic regression is 
also sometimes called binomial logistic regression. Due to these differences, 
fitting the logistic regression is not done with the aforementioned ordinary 
least squares procedure but with a more complicated maximum likelihood 
estimation based iterative procedure (maximum likelihood estimation simply 
means that the procedure tries to pick, from all candidate lines/curves, the one 
that maximizes the theoretical probability of us encountering a data set like 
the one we actually did encounter).4, 5 
 For the middle panel of Figure 1, the logistic regression analysis 
estimates the logit of y to decrease by 0.09 each year and, moreover, the 
decrease turns out to be significant at the usual 95% confidence level (p < 
0.001, so we are far more than 95% confident that the actual slope differs 
from zero).6 The interpretation of the estimate -0.09 (decrease by 0.09) is that, 
according to this regression model, the logit of y at age n+1 is the logit of y at 



age n minus 0.09 (some specific examples for the model at hand: according to 
the model, the logit is 3.07 at age 20 and at age 21 it is 2.98; at age 58, the 
logit is -0.19 and at age 59, it is -0.28). Just like in linear regression, the slope 
that characterises the relation between predictor x and logit of y can be 
expressed in a single number. Unfortunately, the logit scale is not a very 
‘natural’ scale, in the sense that most people have trouble imagining what the 
units on this scale represent.  

Therefore, some people prefer not to look at the estimate itself but to look 
at ‘e to the power of the estimate’ (in our case that would be e-0.09, which is 
0.91). Its interpretation in the statistical model is straightforward: a decrease 
by 0.09 on the logit scale corresponds to a ratio of e-0.09  on the odds scale. In 
other words, the logit of y decreases by 0.09 each year and the odds of y are 
multiplied by e-0.09 each year. Or, still differently, for each unit that is added to 
the predictor, the odds of y are 91% of what they were before. Since it can be 
interpreted in this manner, the quantity ‘e to the power of the estimate’ is 
called the odds ratio for the predictor (meaning the ratio between, on the one 
hand, the odds of y for some predictor value x, and on the other hand, the 
odds of y for predictor value x+1).7 The odds scale is a little simpler to 
interpret than the logit scale (after all, odds are sometimes used in non-
technical contexts; think of horse races etc.), but of course the most ‘natural’ 
scale is that of the proportions of success. At that scale, however the effect of 
the predictor can no longer be summarized with one number (or rather two, 
namely intercept and slope). Instead, we need to calculate and list the fitted 
proportions of success for all different values of x. It is because of this that 
fitted proportions of success will typically not be reported. However, people 
interested in these values can easily derive them from the estimates that are 
reported in a logistic regression  analysis.8  
 
 
2. Multiple logistic regression  analysis 
 
In multiple regression, the effect of two or more predictors on the response 
variable is studied simultaneously. Figure 3, below, illustrates the case of two 
predictors on the basis of three fictitious data sets. The left panel elaborates 
on the example in the left panel of Figure 1. We again look at the effect of 
distance on logRT, but now we add a second predictor, which is the 
difficulty of the word to be recognized (where we assume difficulty is 
some continuous scale that captures the degree to which the word has 
characteristics that make it harder to recognize; e.g. it captures the degree to 



which the word is rare or specialized). In this model, which is an example of 
multiple linear regression, the relation between predictors and response is 
captured by fitting a plane. The plane is fitted in such a way that the sum of 
the squares of the vertical distances between the plane and the actual 
observations is minimized, and it is described by means of three estimates. 
The intercept captures the fitted mean logRT at the point where distance 
and difficulty are both zero. The slope for distance captures the 
increase/decrease of the mean logRT with each additional kilometre and the 
slope for difficulty captures the increase/decrease of the mean logRT for 
each additional difficulty unit.  
 The representation in Figure 3, below, is a little schematic; actual 
observations (which would float above and below the fitted plane) are not 
shown and neither are the actual values on the axes given. The key thing to 
observe is how a plane is produced by the combined effect of (an intercept 
and) two slopes. In this case, we have two positive slopes, but, of course, that 
does not have to be the case in general. 
 In the middle and right panel of Figure 3, we see the type of surface that 
is fitted by means of multiple logistic regression. The examples elaborate on 
the examples from the middle and right panel of Figure 1. Once more, we 
display the effect of age on variant choice. One difference from Figure 1 is 
that this time we happen to call the traditional variant the success variant and 
therefore, we plot the probability of using the traditional variant. The result is 
that this time the proportion of success increases as age increases. We now 
add a second predictor, attitude, which captures the reported speaker’s 
attitude towards the local dialect. We see on the plots that not only age has an 
effect on variant choice, but that, additionally, a more positive attitude (i.e. a 
higher value for attitude) correlates with a higher proportion of success. The 
middle and the right panel show that logistic regression with two predictors 
fits a curved surface that sometimes is rather close to a plane (right panel) and 
sometimes clearly S-shaped (middle panel). Although it is not clear from 
Figure 3, we can add that just like in simple logistic regression, the clear S-
shape only shows up whenever proportions of success are close to 0% or 
100%. 
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Figure 3.  Multiple linear regression (left) and multiple logistic regression   
 (middle and right) 
 
Although it is no longer possible to come up with simple visualisations, 
multiple regression can easily accommodate more than two predictors. In 
general, the regression model will fit one overall intercept and a separate 
slope for each of the predictors that are added. The technique allows us to 
establish significance for the intercept and for each of the predictor slopes. 
 Multiple regression with k predictors is not meant to be a convenient 
‘shortcut’ alternative to conducting k separate simple regression analyses, it is 
different from that and at the same time is much more than that. Firstly, 
multiple regression can tell us how good we can model the behaviour of the 
response variable by means of the combined information of all k predictors 
(which is something the separate simple analyses cannot tell you). Secondly, 
if you want to establish the effect of predictor x1 on your response and you 
know there are other predictors that also have an effect on the response, then 
there are good reasons to also have those other predictors in the model. We 
call the slope of x1 fitted in a simple regression the marginal effect of x1 on y, 
and we call the slope of x1 fitted in a multiple regression the partial effect of 
x1 on y, when controlling for the other predictors.  
 Let us further discuss the distinction between marginal effect and 
partial effect by means of the middle panel in Figure 3 where the predictors 
are age and attitude. Let us assume that, as is the case in Figure 3, both age 
and attitude have a positive effect on the proportion of use of the success 
response variant (which here is the traditional variant). Higher age boosts the 
use of the traditional variant and so does a positive attitude towards the local 
dialect. When simple regression establishes the marginal effect of age on 
variant choice, the speaker’s attitude is simply ignored. When multiple 
regression establishes the partial effect of age on variant choice, controlling 
for attitude, what happens basically boils down to the following: first, the 
technique zooms in on all speakers with a very negative attitude and it 
establishes the effect of age within that group. Next, it zooms in on the 
speakers with a moderately negative attitude and it once again establishes the 
effect of age within that group. Then it establishes the effect of age among the 



neutral attitude people; then for the mildly positive ones and then for the very 
positive ones. Finally, it estimates the partial effect of age as a sort of average 
of the effects that were measured for the different groups. Actually, in reality 
the data are not considered in the order that is suggested here, but, 
conceptually, this description helps us understand the principle. Moreover, 
multiple regression analysis, with the predictors age and attitude, will not 
only estimate the partial effect of age, controlling for attitude, but it will 
simultaneously calculate the partial effect of attitude, controlling for age. 
 The first reason why a partial effect typically is more informative 
than a marginal effect is that when one calculates a marginal effect in a 
simple regression, the hidden effect of any important predictors that are left 
out of the model will increase the amount of variability that the simple 
regression model cannot account for, thus making the simple regression 
model less precise. For instance, when we model variant choice in function of 
the predictor age in a simple regression model, ignoring attitude differences, 
then there will be a lot of variability within each age group that is due to 
attitude differences, and obviously there is no way the simple regression 
model can account for that additional variability. In linear regression, such 
additional variability would manifest itself as larger residuals in the simple 
regression, but this, as such, would not necessarily affect the quality of the 
fitted slope. It would lead to wider confidence intervals in the simple 
regression model. In logistic regression, however, the mere presence of this 
additional variability can easily affect the slope that is estimated in the simple 
regression. Very often the presence of such additional variability will lead to 
the simple regression underestimating the effect of the predictor. 
 If the data set we work with is not balanced with respect to the 
possible combinations of values of the predictors, i.e. if there happen to be 
correlation patterns between the predictors (which is often the case in corpus 
linguistic studies), then there is a second reason why marginal effects are to 
be distrusted. Suppose, for instance, that indeed older age and more a positive 
attitude both lead to more use of the traditional variant, but that in our data set 
there happens to be an over-representation of young positive attitude people 
and old negative attitude people (our corpora cannot be balanced for 
everything, so these things happen). What would happen then if we ran a 
simple logistic regression on these data to establish the effect of age on 
variant choice? The answer is obvious; the simple regression will 
underestimate the effect of age. Likewise, in a data set in which young 
negative attitude people and old positive attitude people happen to be over-
represented, a simple regression model will overestimate the effect of age on 



variant choice. In general, such damaging effects of hidden variables in 
unbalanced data can be very severe. They may even lead to the direction of 
the slope of the marginal effect differing from the direction of the slope of the 
partial effect. In short, marginal effects can be very misleading.  

A multiple regression with all relevant predictors included, on the other 
hand, is very good at teasing apart the effects of all relevant predictors (e.g. 
age and attitude), even in unbalanced data sets. This makes multiple 
regression an extremely valuable tool for corpus linguistics.9 Especially when 
we move to studies with four, five or sometimes even more predictors, which 
is far beyond the point where we ourselves can tease apart the effects of all 
predictors by eyeballing the data (let alone oversee correlation patterns 
among predictors and the potential effect of these correlations on the marginal 
effects), multiple regression becomes indispensable. 
 
 
2.1 Categorical predictors 
 
We started our discussion of logistic regression with the case of numerical 
predictors. We did this because the rationale of regression (the idea of fitting 
lines and planes, or curves and surfaces) is easiest to grasp and visualise in 
these cases. In corpus linguistic studies, however, most of our predictors will 
typically be categorical. Fortunately, it is easy to encode categorical 
predictors in such a way that they can be used as predictors in regression 
analysis. This encoding (which happens automatically in R) is basically a 
process of translating categorical data into one or several so-called dummy 
variables (which are a type of numerical data with a very limited number of 
possible values). 
 A categorical predictor with only two categories is typically encoded 
as a dummy variable with the possible values 0 and 1. For instance, the 
predictor sex (i.e. sex of the speaker as a predictor for variant choice), with 
possible values F and M, can be encoded as a single dummy variable sexM, 
with value 0 meaning ‘not male’ and value 1 meaning ‘male’ (this is an 
arbitrary choice; we could just as well have chosen for an encoding sexF, in 
which 0 means ‘not female’ and value 1 means ‘female’). In general, a 
categorical variable with k levels, i.e. k categories, can be encoded as a set of 
k-1 dummy variables. For instance, let us assume we have a predictor region, 
with possible values A, B and C, which represents the speaker’s region of 
birth. This predictor can be encoded by the combination of a first dummy 
variable regionB (with value 0 meaning ‘not region B’ and value 1 meaning 



‘region B’), and a second dummy variable regionC (with value 0 meaning 
‘not region C’ and value 1 meaning ‘region C’). If both these dummy 
variables have value 0, this means that the speaker is from region A. We call 
the latter value of the categorical variable, the one that is implied if all 
dummy variables have value 0, the base value (or reference value) of the 
variable. So in the case of sex the reference level is F, and in the case of 
region the reference level is A. 
 Figure 4 illustrates how regression (in this case logistic regression) 
deals with these dummy variables. The plots in Figure 4 are schematic 
representations, like the ones in Figure 3; we only show the fitted curves. We 
do not show the individual observations in the data sets. The left panel shows 
a logistic relation that is fitted between the predictor sex and the proportion of 
success of some response variable. For the sake of simplicity, we look at a 
model in which only the predictor sex is included. As mentioned, and as we 
will see in detail when we look at actual R code, the conversion of sex to the 
dummy variable sexM is something that is done automatically, so we do not 
have to worry about that. Technically speaking, the model fits a complete 
logistic curve (depicted in grey) between the (in a trivial sense) ‘numeric’ 
dummy variable sexM and proportion of success, but since for sexM only the 
values 0 and 1 actually occur, the only relevant points on the fitted curve are 
the proportion of success for the case of sexM being zero and the proportion 
of success for the case of sexM being one (represented as two thick points in 
the plot). The output of the logistic regression analysis, which as always 
relates to the logit scale, consists of an intercept and a slope for sexM. It turns 
out that, in this fictitious case, the fitted intercept is -1.8 and the fitted slope 
for sexM is 2.57 (and consequently the corresponding fitted odds ratio is e2.57, 
which is about 13). The interpretation of all this is that, according to the 
model, the average logit for women (sexM = 0) is -1.8 and the average logit 
for men (sexM=1) is -1.8 + 2.57, which is 0.77. When we translate these logit 
values to proportions of success (using the formulae in footnote 8), we find 
that the average proportion of success for women is about 14% and the 
average proportion of success for men is about 68%.  
 
 
 
 
 
 
 



 
 
 
 
 
 
 
 
 
Figure 4.  Categorical predictors in logistic regression  
 
In the right panel of Figure 4, we see a logistic relation that is fit between the 
predictor region and the proportion of success of some response variable. 
For the sake of simplicity, we look at a model in which only the predictor 
region is included. The model fits a complete surface (depicted in grey) that 
captures the relation between the (in a trivial sense) ‘numerical’ dummy 
variables regionB and regionC and the proportion of success, although only 
three combinations of values for regionB and regionC actually occur and, 
therefore, only three locations on the fitted surface are important (represented 
as three thick points in the plot). We see that, although there is only one 
predictor (region), the technique actually uses the multiple regression 
machinery that is needed for fitting a surface instead of a curve, and indeed a 
separate slope is fitted for regionB and for regionC. Due to this discrepancy 
between the number of predictors that are involved (only one in this case) and 
the number of slopes that are fitted (two in this case), some statisticians make 
a terminological distinction between, on the one hand, predictors and, on the 
other hand, regressors. We will follow that distinction. The term ‘predictor’ 
is more conceptual and relates to the original variables; the term ‘regressor’ is 
more technical and relates to the things for which slopes are being fitted. In 
this case there is one predictor, but there are two regressors. As it turns out, in 
the logistic regression analysis at hand, the fitted overall intercept is -0.59, the 
fitted slope for regionB is 0.85 and the fitted slope for regionC is 1.64 (all 
on the logit scale). The interpretation of this is that, according to the model, 
the average logit for region A is -0.59, the average logit for region B is -0.59 
+ 0.85 (which is 0.26) and the average logit for region C is -0.59 + 1.64 
(which is 1.05). If we convert these numbers to the proportion of success 
scale, we see that the model estimates the average probability of success to be 
a bit under 35% in region A, a bit over 56% in region B and about 74% in 
region C.    



 
 
2.2  Polynomials, transformed predictors and interactions 
 
The machinery introduced up to this point covers the main needs for the most 
basic types of logistic regression modelling. Sometimes, however, we run into 
situations that need a more advanced approach. For instance, it may happen 
that the actual relation between some numerical predictor and the logit of the 
response is clearly non-linear and instead follows a more complicated curve. 
In these cases, one may need to transform the predictors or introduce 
polynomials as predictors in order to be able to adequately model this 
relation. Another possible complication that can occur with categorical as 
well as numerical predictors relates to the combined effect of two predictors, 
x1 and x2, on the logit not approximating a plane but instead forming a more 
complicated surface. When this happens, we say there is an interaction 
between the two predictors (meaning that the effect of x1 on the logit 
sometimes differs, depending on the value of x2, and conversely that the 
effect of x2 on the logit sometimes differs, depending on the value of x1). If 
this happens, we need to add a so-called interaction term as an additional 
predictor in order to be able to adequately model the combined effect of x1 
and x2 on the logit of the response. The most commonly used type of 
interaction term is a so-called product term.  
 In this introductory text, we will not dig into polynomials and 
transformed predictors. Since most predictors in corpus linguistics are 
categorical, they are often not needed in corpus linguistics. Of course, 
sometimes they are needed and for these cases we refer to the Further 
Reading section at the end of the chapter. Interaction terms will not be 
addressed in depth, but we will touch upon them in section 3, on example R  
code and output for logistic regression.      
 
 
3. Example R  code  
 
3.1 Output for simple logistic regression  
 
There are several R  commands that support logistic regression . We consider 
two popular ones. The first is the glm() command, which comes pre-installed 
in the base system of R. It can be used for a wide range of generalized linear 
models, including binomial logistic regression (Nelder and Wedderburn 



1972). The second is the lrm() command, a command that is dedicated to the 
logistic regression model and that is implemented in the rms package (Harrell 
2001). Until recently, the package was called Design, which means older 
descriptions will refer to the package in this way. The basic functionalities 
have not changed and so older descriptions will still be applicable (although 
some details have changed). Our choice to illustrate both commands 
inevitably leads to some redundancy in the discussion, but there are good 
reasons to do so. Firstly because both approaches are popular and secondly 
because both approaches have their pros and cons. 
 Before we start, we load the package we will use, which is the rms 
package.10 We assume these packages are available for the remainder of this 
text. The R code snippets in this text should be seen as one continuing R 
session. R Code and data files can be downloaded from: 
       http://wwwling.arts.kuleuven.be/qlvl/datasets/logreg.zip 
 
> library(rms) 

 
Next, we run our first logistic regression analysis using the fictitious data set 
that was introduced in the middle panel of Figure 1. We assume this data set, 
which contains 70 cases, is in the R data frame fig1Mid. When we look at 
the first cases in the data set, using the command head(), we see that for 
each case we have the age of the speaker and the variant that is used by the 
speaker (the data set contains only one utterance for each speaker). The age is 
stored in the numerical variable age and the variant that is used is stored in 
the categorical variable variant, with possible values old and young, 
respectively referring to the traditional and the innovative variant, 
respectively. Additionally, the ages, which range from 10 to 90, are also 
summarized in age groups. This information is in the categorical variable 
age.group, with possible values a (ages ten to twenty-six years), b (twenty-
seven to forty-two), c (forty-three to fifty-eight), d (fifty-nine to seventy-four) 
and e (seventy-five to ninety). 
 
> head(fig1Mid) 
  age age.group variant 
1  67         d     old 
2  74         d     old 
3  50         c   young 
4  53         c   young 
5  33         b     old 
6  66         d     old 

 



Before we run the logistic regression  analysis, we test what is the order of the 
levels in the variable variant. 
 
> levels(fig1Mid$variant) 
[1] "old"   "young"  

 
It is important to know this. It is always the second level (in our case young) 
that will be treated as the success level in the logistic regression analysis. In 
our study, we do indeed want the innovative variant to be treated as the 
success level, but should the order have been different we could have used the 
command relevel(), explained in van der Weijer & Glynn (this volume) to 
change the order of the levels in variant.   
 We first illustrate the use of glm() to run the logistic regression  
analysis. The first argument specifies the model we want to fit. In this case, 
we want to model the response variant in function of the predictor age, 
which is expressed as variant ~ age. The symbol ~ in the formula is used 
to separate the response from the predictor(s). Notice how we can simply use 
the categorical variable variant as the response. Its translation into a 
dummy variable with values 0 and 1 is automatically done. The second 
argument specifies the data frame in which the data can be found. This 
argument is not strictly needed, but we use it to avoid having to write the first 
argument as fig1Mid$variant ~ fig1Mid$age. Since glm() supports 
more that just logistic regression, a third argument is needed to specify that 
we want a logistic regression analysis; the argument binomial stands for 
binomial logistic regression. We store the outcome of the analysis in an object 
fig1Mid.glm and then we ask for a summary representation of that object. 
 
> fig1Mid.glm  <- glm(variant ~ age, data=fig1Mid, 
+                     family=binomial) 
> summary(fig1Mid.glm) 
 
Call: 
glm (formula = variant ~ age, family = binomial, data = 
fig1Mid) 
 
Deviance Residuals:  
    Min       1Q   Median       3Q      Max   
-2.5606  -0.6328   0.2292   0.6726   2.1716   
 
Coefficients: 
            Estimate Std. Error z value Pr(>|z|)     
(Intercept)  4.78652    1.12685   4.248 2.16e-05 *** 
age         -0.08591    0.01950  -4.406 1.06e-05 *** 



--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ‘ 1  
 
(Dispersion parameter for binomial family taken to be 1) 
 
    Null deviance: 96.526  on 69  degrees of freedom 
Residual deviance: 61.126  on 68  degrees of freedom 
AIC: 65.126 
 
Number of Fisher Scoring iterations: 5 
 
The Call: section in this summary representation simply repeats which 
model has been fitted. The Deviance residuals: section gives information 
on the distribution of the so-called deviance residuals. These deviance 
residuals are a bit more complicated than the regular residuals (vertical 
distances from the fitted line/curve) we discussed above, but their function is 
comparable; they measure the contribution of each item in our data to the 
overall deviance in the model, and, as we will see below, this overall 
deviance is a measure for the mismatch between the fitted model and the 
observed data. 
 The Coefficients: section contains the estimates for the intercept 
and for the slope for age, which are about 4.79 and about -0.09, respectively. 
These estimates specify that the fitted linear relation between age and the 
logit of the response is such that the mean logit for age x is taken to be 4.79 
plus x times -0.09. For instance, the logit is taken to be (4.79 + 0 × -0.09) = 
4.79 at age zero, (4.79 + 10 × -0.09) = 3.89 at age ten, (4.79 + 20 × -0.09) = 
2.99 at age twenty, etc. The columns Std. Error and z value are 
calculations in support of the inferential tests of the p-values, which can be 
found in the column Pr(>|z|).11 The significance codes to the right of the p-
values are meant to enable you to quickly ‘classify’ the p-values into the 
categories 0 ≤ p < 0.001 (‘***’), 0.001 ≤ p < 0.01 (‘**’), 0.01 ≤ p <  
0.05 (‘*’), 0.05 ≤ p < 0.01 (‘.’) and 0.01 ≤ p ≤ 1.0 (‘ ‘). The intercept 
test determines whether the intercept differs significantly from zero. The 
slope test determines whether the slope differs significantly from zero. At a 
95% confidence level, we conclude that intercept or slope differ significantly 
from zero if p <  0.05, which, in the above output, clearly is the case for both 
intercept and slope. The output line (Dispersion parameter for binomial 
family taken to be 1) will not vary throughout this text. The so-called 
dispersion parameter is always taken to be one in traditional binomial logistic 
regression  and is not important here.12  



 The section with Null deviance:, Residual deviance: and 
AIC: contains information on how much better the current model, the so-
called fitted model, performs than a so-called intercept only model. An 
intercept only model is a model without predictor(s) that can only fit one 
overall average proportion of success, irrespective of the value(s) of the 
predictor(s), and which, therefore, must assume that the average proportion of 
success is the same for all contexts.13  

In order to explain the concepts null deviance and deviance, we go back 
to the rationale of Maximum Likelihood Estimation (MLE). MLE tries to find 
estimates that maximize the likelihood of encountering our data set. For 
instance, in the context of fitting an intercept only model, what happens 
conceptually is that the algorithm takes into consideration all possible values 
for the intercept (each time asking: what if this were the ‘correct’ model?) and 
picks the one according to which the likelihood of encountering our data set is 
highest. Let us use Lint as a notation for the likelihood of encountering our 
data set according to the specific intercept only model that was actually 
picked by the algorithm. Likewise, in the context of fitting a fitted model, 
what happens conceptually is that the algorithm takes into consideration all 
possible combinations of values for intercept and slope(s) (each time asking: 
what if this combination were the ‘correct’ model?) and picks the 
combination according to which the likelihood of encountering our data set is 
highest. Let us use Lfit as a notation for the likelihood of encountering our 
data set according to the specific fitted model that was actually picked by the 
algorithm.14 The null deviance is then simply -2 × log(Lint) and the deviance is 
-2 × log(Lfit). As we see in Figure 5, transformation -2 × log(p), with p being 
some proportion grows from zero to plus infinity as p drops from one to zero. 
Substituting some likelihood L for p in the formula -2 × log(p), as we obtain a 
smaller L, the higher the corresponding deviance -2 × log(L) will be.  

 
 
 
 

 
 
 
 
 
 
 



 
 
 
 
 
 
 
 
 
Figure 5.  The relation between proportion p and -2 × log(p) 
 
Therefore, deviances are measures of the discrepancy between some model 
and a data set. More specifically, the null deviance measures the discrepancy 
between the intercept only model and the data, and the deviance measures the 
discrepancy between the fitted model and the data. In other words, the smaller 
the deviance is, the better the model fits the data. The degrees of freedom of 
the null deviance (sample size minus one) and the degrees of freedom of the 
deviance (sample size minus one minus number of regressors) are additional 
pieces of information that will be used in a log likelihood ratio test (to be 
explained later in the text) that tests whether the reduction of deviance when 
moving from the intercept only model to the fitted model is significant or not 
(in other words, whether the difference between null deviance and deviance is 
significant). The AIC: value is a corrected version of the deviance that has the 
additional benefit that it can be compared across models (for the same data set 
and response variable) with different numbers of predictors. The Number of 
Fisher Scoring iterations: section finally tells us how many iterations 
were needed to converge upon the reported estimates for intercept and slope 
(remember that logistic regression uses an iterative Maximum Likelihood 
Estimation procedure). 

Next we run the same model using lrm(). The two lines of code before 
the call to lrm() as well as the arguments x=T and y=T in the actual call are 
merely instructions to keep track of certain pieces of information about our 
data, either stored in a general setting in R  (in case of the datadist object, 
which basically stores information related to the distribution of the variables 
in the data frame fig1Mid) or stored in the result of the regression analysis 
(in the case of x=T and y=T, which basically instructs lrm() to store more 
intermediate results in its result object than it does by default). We will 
routinely make use of the datadist option whenever we run lrm() on a 
newly introduced data set, and of the x=T and y=T arguments whenever we 



run lrm(). Apart from x=T and y=T, the actual call to lrm() looks similar to 
the call to glm(), the only difference being that the binomial argument is 
not needed (since lrm() is dedicated to the logistic regression  model). 
 
> fig1Mid.dd <- datadist(fig1Mid) 
> options(datadist="fig1Mid.dd") 
> fig1Mid.lrm <- lrm(variant ~ age, data=fig1Mid, x=T, y=T) 
> fig1Mid.lrm 
 
Logistic Regression Model 
 
lrm(formula = variant ~ age, data = fig1Mid, x = T, y = T) 
 
            Model Likelihood     Discrimination   Rank Discrim.     
                Ratio Test           Indexes         Indexes        
Obs    70   LR chi2      35.40   R2       0.531   C       0.878     
  Old  32   d.f.             1   g        2.290   Dxy     0.757 
Young  38   Pr(> chi2) <0.0001   gr       9.872   gamma   0.757     
                                 gp       0.381   tau-a   0.381     
max |deriv| 2e-08                Brier    0.135                      
 
          Coef    S.E.   Wald Z Pr(>|Z|) 
Intercept  4.7865 1.1269  4.25  <0.0001  
age       -0.0859 0.0195 -4.41  <0.0001 
 

The output, which, in the case of lrm(), is not shown with summary(), but is 
shown by simply printing the result object, contains parts that look either 
familiar or self-explanatory. At the top, the call information is show, and 
below that, at the left, the distribution of the response variable is shown (here 
too the last level is the response level). At the bottom, the coefficients and 
their corresponding p-values are shown. These results are identical to those in 
glm() (except perhaps that here very small p-values are indicated as 
<0.0001). The only really new part is the middle part of the output where a 
whole range of statistics is shown. We will not discuss all of them, but will 
introduce the ones I believe to be most important. Firstly the items LR chi2, 
d.f. and Pr (>chi2) summarize an inferential test that tests whether the 
deviance in the fitted model is significantly smaller than the null deviance 
(i.e. than the deviance in the intercept only model). The statistic LR chi2 
stands for the model likelihood ratio chi-square, sometimes also simply called 
model chi-square. It is equal to the null deviance minus the deviance and at 
the same time is also equal to -2 × log(Lint/Lfit). The smaller the likelihood 
ratio Lint/Lfit is, and therefore the larger -2 × log(Lint/Lfit) is (cf. Figure 5), the 
more evidence there is that the fitted model is a better fit that the intercept 
only model. The inferential test to test whether the difference between the fit 



of both models is statistically significant is a chi-squared test with one degree 
of freedom (cf. d.f.) the value of which is the degrees of freedom in the 
intercept only model (69) minus the degrees of freedom in the fitted model 
(68). The corresponding p-value (Pr (>chi2)), indicated as <0.0001 in the 
output and therefore clearly smaller that 0.05, shows that the difference in fit 
between the models is statistically significant at the usual 95% confidence 
level.15 
 Some often-used measures of the quality of the model are C, Dxy and 
R2. The measures C and Dxy quantify the classificatory quality of the model. 
In order to explain these measures, we first illustrate the simple concept of a 
classification table in the following code. We start by displaying, once again, 
the first rows of the data set (because they are instrumental in seeing what 
happens in the other instructions). Then we store the values of variant, 
recoded as 0 for old and 1 for young, in the vector obs. If we look at the first 
items in obs (which corresponds to the first items in fig1Mid), we see that 
the ‘old variant’ cases have received value 0 (failure) in obs and the ‘young 
variant’ cases have received value 1 (success) in obs. Next we use the 
command predict() to calculate for all items in our data set the 
corresponding fitted probability of success according to the model 
fig1Mid.glm and we store those probabilities in the vector pred.  

The first argument for predict() is the model (or more precisely, the 
output object fig1Mid.glm of the regression analysis). Its second argument 
(type="response") specifies that we want the fitted values to be on the 
probability of success scale (and not on the logit scale). If we look at the first 
items in pred (which correspond to the first items in fig1Mid), we see how 
for each item we obtain the average probability of success for the age in that 
item (for instance, in the first item the average probability of success is 27% 
because this person has an age of 67; recall that according to the model the 
fitted logit for age 67 is (4.768 + 67 × -0.086) = -0.97, which indeed 
corresponds to a fitted proportion of success of 0.27). A classification table 
now is a cross tabulation of the observed outcomes by the predicted 
outcomes. A simple procedure to determine which outcomes the model 
predicts is to interpret predicted proportions of 50% or higher as a prediction 
of success (1) and to interpret predicted proportions of less than 50% as a 
prediction of failure (0). So we build the table class.table according to this 
procedure and display it. Observed values are in the rows and predicted 
values are in the column. The correct predictions are the ones in the diagonal 
going from the top left to the bottom right. We can, thus, calculate the 



classificatory success as the proportion of items in these cells, which turns out 
to be 84%.  
 
> head(fig1Mid) 
  age age.group variant 
1  67         d     old 
2  74         d     old 
3  50         c   young 
4  53         c   young 
5  33         b     old 
6  66         d     old 
 
> obs <- as.numeric(fig1Mid$variant) - 1  
> head(obs) 
[1] 0 0 1 1 0 0 
> pred <- predict(fig1Mid.glm , type="response") 
> head(pred) 
        1         2         3         4         5         6  
0.2749295 0.1720517 0.6202930 0.5579999 0.8755925 0.2923827  
 
> class.table <- table(obs, as.numeric(pred>=0.5),  
+                      dnn=c("obs", "pred")) 
> class.table 
   pred 
obs  0  1 
  0 27  5 
  1  6 32 
> sum(diag(class.table)) / sum(class.table)  
[1] 0.8428571 
 
> max(apply(class.table,1,sum)) / sum(class.table)  
[1] 0.5428571 
 

However, this simple measure has to be put in perspective. Firstly, it must 
always be compared to the classificatory success for the intercept only model, 
which then serves as a baseline to which we compare our measure (and which 
we calculate in the last instruction above). The calculation of this baseline is 
simple: our intercept only model simply predicts all cases to have a 
probability of success of 38/70 = 54% (which is the overall proportion of 
success in the data set). Since 54% is more that 50%, the intercept only model 
would therefore (according to our simple classification rule) always predict 
success, which would be a correct prediction in 54% of the cases. Knowing 
this, we can now state that simple classificatory success for our data goes up 
from the baseline of 54% for the intercept only model to 84% for the fitted 
model. Explicitly mentioning the baseline is especially important if the 
response variable has an outspoken overall bias in the data set (because then 



even the intercept only model can have impressive-looking classificatory 
success).  
 A second caveat is that this simple measure may fail to see some of 
the classificatory quality of the model by imposing the crude 50% cut-off 
value. As it turns out, in the current example cut-offs that are a bit higher than 
50% (in the range of 52% up to 55%) produce slightly better classification 
results. The measures C and Dxy can be seen as more refined versions of the 
classification table idea that gets rid of the need for an arbitrary cut-off value. 
Although the rationale of the measures can be explained in several ways, I 
find the following perspective the simplest. We start from the set of all pairs 
of observations in our data in which the first has an observed failure and the 
second has an observed success. For the first six items in the data set [see 
head(fig1Mid)], these would be the pairs (1, 3), (1, 4), (2, 3), (2, 4), (5, 3), 
(5, 4), (6, 3) and (6, 4), but of course for the complete data set there are many 
more. 

These pairs represent all ‘occurrences of variability’ in the response 
variable that the model either could or could not be sensitive to. For each of 
these pairs we ask ourselves: does the model capture the observed pattern (but 
this time without using cut-off values)? We do this by classifying the pair as 
either concordant, discordant or tie. A concordant pair is a pair such as (1, 
3), where the item with observed success (item 3) has the highest predicted 
probability of success (62% > 27%). Note that since we no longer use a cut-
off value, pairs can also be concordant if both predicted probabilities are 
higher than 50% or if both have predicted probabilities that are lower than 
50%, as long as the correct one has the highest value. In a concordant pair, 
the predicted direction of the difference is in line with the observed direction 
of the difference, and therefore the predictions can be said to ‘capture’ the 
observed pattern. A discordant pair is a pair such as (5, 3), where the item 
with the observed success (item 3) has the lowest predicted probability of 
success (62% < 88%). Note that even if both probabilities are above 50% in 
the example, we still call this a discordant pair. In a discordant pair, the 
predicted direction of the difference is at odds with the observed direction of 
the difference; the predictions not only fail to capture the observed pattern, 
but they completely go against it. A ‘tie’ finally would be a pair with an 
observed difference but with identical predictions. We do not have such an 
example among the eight pairs we introduced above, but it is easy to imagine 
what they look like: examples would be pairs of people with the same age 
that use different variants. In a tie, the lack of predicted difference causes the 
predictions to miss out on the observed pattern. If CP then is the number of 



concordant pairs in a data set, DP the number of discordant pairs and TP the 
number of ties, the measure Dxy (the full name of which is Somer’s Dxy) is 
(CP-DP) divided by (CP+DP+TP). It is a measure of the rank correlation 
between the values in pred and the binary values in obs. In general, the rank 
correlation measure Dxy can take values ranging from minus one to plus one, 
but in the regression analysis context in which we use the measure here, they 
will range from zero to one (since in any decent model CP will be at least as 
large as DP). The measure C is a rescaled version of Dxy calculated as (1 + 
Dxy)/2. It is also known as the ROC area (i.e. the area under the ROC 
curve)16. If values of Dxy range from zero to one, then the corresponding 
values of C will range from 0.5 to 1. We speak of decent classificatory quality 
if C is 0.8 or more (and if Dxy is 0.6 or more). One final remark is that for 
intercept only models Dxy will always be zero (and consequently C will 
always be 0.5), since the intercept only model only contains ties. Therefore, 
for Dxy and C, there is no need to explicitly mention the baseline Dxy and C, 
as we had to do for simple classification success on the basis of 
class.table. 
 Finally, the measure R2, which is more specifically Nagelkerke’s 
pseudo R2, is a measure that is designed to be the logistic regression 
counterpart of R2 index in linear regression analysis, but the interpretation of 
which I find far less straightforward than that of R2   in linear regression. The 
index is often used and is definitely useful, but one must keep in mind that it 
cannot be interpreted as a proportion of explained variation (or proportional 
reduction of unexplained variation) in the way R2   is interpreted in linear 
regression (the concept of proportional reduction of unexplained variation, as 
we understand it in linear regression, only makes sense if residuals/errors 
have equal variance across different values of the response variable and we 
can expect the proportional reduction to be equal across different predicted 
values of the response variable)17.  
 Up to this point, we have covered information that is readily available 
via either summary(fig1Mid.glm) or fig1Mid.lrm or both. If we ignore 
the footnotes for a moment, the only point where I have needed additional R  
code was for the generation and interpretation of the classification table 
class.table and even that endeavour mainly led to the conclusion that 
simple classification success as derived from class.table is a less 
sophisticated measure than the measures Dxy and C that are in fig1Mid.lrm.  
 Of course, sometimes, we do want more than the direct output of 
summary(fig1Mid.glm) and fig1Mid.lrm. Firstly, we may want to further 



explore the estimates, which are once again displayed below. In the code 
below, suppressed parts of the R output are indicated by [...]. 
 
> summary(fig1Mid.glm) 
[...] 
Coefficients: 
            Estimate Std. Error z value Pr(>|z|)     
(Intercept)  4.78652    1.12685   4.248 2.16e-05 *** 
age         -0.08591    0.01950  -4.406 1.06e-05 *** 
[...] 

 
The estimate for the intercept is 4.79, and appears to indicate that a person of 
age zero has an average logit of 4.79 (corresponds to odds of 120 to 1 and a 
proportion of 99%), which, according to the significance test, is significantly 
different from a logit of zero (i.e. from odds of 1 to 1 and a proportion of 
50%). Of course, this is not what it means because an age of zero is outside 
the range of ages under investigation and we do not want to extrapolate the 
trend we observe outside the range of ages we study (firstly because such 
extrapolations are always dangerous, and secondly because in this case we 
know for a fact that the extrapolation cannot be correct, because people of age 
zero produce neither of the two variants under scrutiny). So, in this model, the 
intercept is simply a tool to know where to draw the fitted line, but has no 
meaning in its own right. If we wanted, we could modify the model in order 
to obtain a more meaningful intercept. Instead of using the actual age as 
predictor, we could use centred age as predictor (i.e. age centred around its 
mean 51.6; or in other words, age expressed as difference from the mean 
age). For example, someone with age 30 has a centred age of -21.6 and 
someone with age 60 has a centred age of 8.4. We run this analysis below.     
 
> fig1Mid$ageC <- fig1Mid$age - mean(fig1Mid$age)   
> summary(glm(variant ~ ageC, data=fig1Mid, family=binomial)) 
 
[...] 
Coefficients: 
            Estimate Std. Error z value Pr(>|z|)     
(Intercept)  0.35333    0.32786   1.078    0.281     
ageC        -0.08591    0.01950  -4.406 1.06e-05 *** 
[...] 
 

This analysis is identical to the previous one in every detail except (a) that the 
name of the age predictor has changed and (b) that the intercept now refers to 
the fitted logit for a person with a centred age of zero (i.e. with an age of 
51.6). We see that according to the model, a person of age 51.6 has an 



average logit of 0.35 (which corresponds to odds of 1.4 to 1 and a proportion 
of about 59%), which, according to the significance test, is not significantly 
different from a logit of zero (i.e. from odds of 1 to 1 and a proportion of 
50%).   
 Going back to the model with regular age as predictor and moving to 
the far more important estimate which is the slope age, we see that according 
to the model for each year that is added to the age, 0.09 is subtracted from the 
average logit (and conversely for each year that is subtracted from the age 
0.09 is added to the average logit). The odds are requested as follows: 
 
> exp(coef(fig1Mid.glm)) 
(Intercept)         age  
119.8829912   0.9176727 

 
At age zero, the odds are 120 (i.e. 120 to 1) and each additional year these 
odds are multiplied by 0.91. The 95% confidence intervals for the estimates 
are requested as follows: 
 
> confint(fig1Mid.glm) 
Waiting for profiling to be done... 
                 2.5 %      97.5 % 
(Intercept)  2.8377877  7.32063059 
age         -0.1296267 -0.05201228 

 
Therefore, we are 95% confident that the correct slope for age, on the logit 
scale, is between -0.13 and -0.05. The 95% confidence intervals for the odds 
are requested as follows: 
 
 



> exp(confint(fig1Mid.glm)) 
Waiting for profiling to be done... 
                 2.5 %       97.5 % 
(Intercept) 17.0779426 1511.1565962 
age          0.8784232    0.9493172 

 
We see now very clearly that there is quite a lot of uncertainty regarding the 
intercept (the confidence interval for the intercept covers probabilities from 
94% up to 99.9%) but that does not concern us here, since we zoom in on the 
effect of age. We see that we are 95% confident that the odds ratio between 
consecutive years is between 88% and 95%. 
 
# figure 6 
cdplot(variant ~ age, data=fig1Mid, ylevel=2:1) 
rug(jitter(fig1Mid$age), col="white") 
# figure 7 
plot(Predict(fig1Mid.lrm, age, fun=plogis)) 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
Figures 6 and 7.  Observed (left) and fitted (right) effect of age on variant choice 
 
Figures 6 and 7, which were generated with the code above, enables us to see 
what all this means on the proportions of success scale. The left plot has 
nothing to do with the regression model. It is a conditional density plot of our 
data. A conditional density plot is related to a spinogram [spineplot()] in 
the way a density plot relates to a histogram. A conditional density plot 
depicts the observed relative proportion of the two variants for different age 
groups, but instead of selecting a discrete set of age groups, it applies a 
smoothing technique that enables us to see the gradual transition of this 



proportion along the age axis. At the bottom of the plot, we have also added 
the individual items (with their correct ages, but with some horizontal jitter 
added so that the items do not hide each other too much) so that we can see 
how much information is behind the different parts of the conditional density 
plot. The right plot is generated with plot(Predict(fig1Mid.lrm, age, 
fun=plogis)). This instruction plots the effect of age on the proportions of 
success scale and also plots 95% confidence margins around the fitted 
averages (the argument fun=plogis causes the plot to be on the proportions 
scale instead of on the logit scale). We see that the model rather nicely 
mirrors the pattern that is observed in the conditional density plot. 
 
 
3.2 Output for multiple logistic regression  
 
For the discussion of multiple logistic regression in R, we introduce a new 
non-fictitious data set. The object noemen contains 446 instances of the 
noemen/heten alternation pattern that were found in the spontaneous speech 
section of the Belgian part of the Spoken Dutch Corpus (Oostdijk 2000). In 
informal Belgian Dutch, the verb noemen is sometimes used with the 
meaning ‘to be called’, as in (1) and (2). The other variant, heten, as in (3) 
and (4), is the variant that most speakers in Belgium would call ‘the correct 
variant’ (and is the only one that is used in The Netherlands; the verb noemen 
is very well known in The Netherlands, but is only used with the meaning ‘to 
call’, as in (5), which, in Belgium too, is the most dominant use of noemen). 
The analysis we discuss here only contains cases such as (1) to (4). Cases 
such as (5), in which noemen has a very different meaning, were excluded 
from the analysis. 
 

1. Ik noem Dirk. (I’m called Dirk.) 
2. Dat noemt heteroscedasticiteit. (That’s called heteroscedasticity.) 
3. Ik heet Dirk. (I’m called Dirk.) 
4. Dat heet heteroscedasticiteit. (That’s called heteroscedasticity.) 
5. Ik noem dat onzin. (I call this nonsense.) 

 
We use head() to show the structure of the data.  
 
> head(noemen) 
  variant  conver.type  generation region occup.type 
1   heten face.to.face   from.1980     LI    neutral 
2   heten face.to.face   from.1980     AB higher.edu 



3   heten face.to.face   from.1980     AB higher.edu 
4   heten face.to.face   from.1980     AB higher.edu 
5   heten face.to.face before.1980     OV higher.edu 
6   heten face.to.face before.1980     LI higher.edu 

 
The variable variant is the response variable, with levels heten and 
noemen (noemen will be the success level in the analyses). The predictor 
conver.type (conversation type) has levels face.to.face and telephone 
(face.to.face will be the reference level in the analyses). The predictor 
generation is a rough classification of the speakers in two age groups: the 
reference level is before.1980 (born before 1980) and the other level is  
from.1980 (born in 1980 or later). All recordings in the corpus are roughly 
from the same period (around 2000), so what we try to find with the predictor 
generation is an apparent time effect. Ideally, we would have liked to 
have used age as a numerical predictor, but we restrict our analysis to a 
simpler categorical predictor.18 The predictor region represents the region of 
birth of the speakers. Values are AB (the central provinces Antwerp and 
Brabant), LI (the province Limburg in the east of the country), WV (the 
province West-Flanders in the west of the country) and OV (the province East-
Flanders in between Antwerp and West-Flanders). The reference value is OV. 
Finally, the variable occ.type (occupation type) is a coarse-grained 
classification of the occupation types of the speakers into the categories 
higher.edu (profession requires higher education), no.higher.edu 
(profession does not require higher education) and neutral (professions for 
which the link to higher education is either variable or unknown; obviously 
this is a ‘rest category’). The level higher.edu is the reference value.  
 We start by running a model with all predictors (but without 
interactions), and we call the resulting model noemen.glm.1 (glm output) 
and noemen.lrm.1 (lrm output). The less important or redundant parts in the 
output have been suppressed. 
 
> noemen.glm.1 <- glm(variant ~ conver.type + generation +  
+                               region + occup.type,  
+                 data=noemen, family=binomial) 
> summary(noemen.glm.1) 
[...] 
    Null deviance: 618.06  on 445  degrees of freedom 
Residual deviance: 506.24  on 438  degrees of freedom 
AIC: 522.24 
[...] 
 
 
 



 
> noemen.dd <- datadist(noemen) 
> options(datadist="noemen.dd") 
> noemen.lrm.1 <- lrm(variant ~ conver.type + generation +  
+                               region + occup.type,  
+                               data=noemen, x=T, y=T) 
> noemen.lrm.1 
[...] 
 
             Model Likelihood    Discrimination   Rank Discrim.     
               Ratio Test           Indexes         Indexes        
Obs     446  LR chi2     111.82  R2        0.296  C       0.778     
 heten  228  d.f.             7  g         1.338  Dxy     0.555     
 noemen 218  Pr(> chi2) <0.0001  gr        3.811  gamma   0.571     
                                 gp        0.275  tau-a   0.278     
max |deriv| 2e-07                Brier     0.191                      
 

                         Coef    S.E.   Wald Z Pr(>|Z|) 

Intercept                -0.8543 0.2832 -3.02  0.0026   

conver.type=telephone     1.0898 0.2418  4.51  <0.0001  

generation=from.1980      1.5300 0.2931  5.22  <0.0001  

region=WV                -0.2991 0.3047 -0.98  0.3264   

region=AB                -0.6125 0.3074 -1.99  0.0463   

region=LI                -1.6589 0.3648 -4.55  <0.0001  

occup.type=neutral        0.5473 0.3171  1.73  0.0844   

occup.type=no.higher.edu  0.9652 0.2724  3.54  0.0004 

 
The overall log likelihood ratio test in noemen.lrm.1 shows that the 
deviance of the model with the four predictors (= 7 regressors) is significantly 
smaller than that of the intercept only model (Pr chi2 <0.0001), which is 
good because otherwise there would be no point in further inspecting this 
model. This test tells us that at least one of the predictors or at least some 
combination of the predictors, makes the model outperform the intercept only 
model. It does not tell us that all predictors make a relevant contribution to 
this difference in quality. Next, we look at the estimates and their significance 
(also in noemen.lrm.1). The intercept (logit=-0.9; prop=48%) gives us the 
fitted average success for the case of all predictors having the value zero 
(meaning: conver.type=face.to.face, generation=before.1980, 
region=OV, occup.type=higher.edu). I have not chosen the reference values 
in such a way that they are expected to all favour noemen, in which case they 
would jointly represent the category I expect to be most noemen-friendly, nor 
have I chosen the reference values to jointly refer to a category that is more 



‘normal’ or ‘typical’ than other categories. Therefore, the intercept as such is 
not important to me.  
 Let us pick out some predictors to discuss the interpretation of the 
estimates and their significance tests. Notice first of all how, in the output, all 
categorical predictors have automatically been translated into dummy 
variable regressors (whereby lrm() gives long names such as e.g. 
conver.type=telephone for the dummy variable that is 1 for telephone 
conversations and 0 for face-to-face conversation.19 For instance, for the 
predictor conver.type the significance test for the regressor 
conver.type=telephone indicates there to be a significant difference in 
logit between the situation conver.type=telephone and the reference 
situation conver.type=face.to.face. Moreover, the estimate for this 
difference (logit=1.09; odds≈3/1) tells us that the logit of noemen is estimated 
to be 1.09 higher for telephone conversations than for face-to-face 
conversations (and the odds are estimated to be about three times as high). 
For the predictor region, we see in the test for the regressor region=WV that 
no significant difference between region=WV and the reference value 
region=OV was found. On the other hand, we see for the regressor 
region=LI that a significant difference between region=WV and the 
reference value region=OV was found (and is estimated to be -1.66 on the 
logit scale and about 1/5 on the odds scale; so the logit for region=LI is 
estimated to be 1.66 less than that for region=OV and the odds are estimated 
to be five times as small). Note that it would take some time, but it is, in 
principle, straightforward to calculate the predicted proportion of success for 
every possible category in the data (i.e. for every possible configuration of 
values of predictors) by simply taking the sum of all estimates that apply to 
the category, including the intercept, and then turning the result into a 
proportion.  
 The output gives no information on the comparison of two non-
reference levels in a predictor, such as for instance the comparison of 
region=LI and region=WV. We would need to change the reference level 
of region and re-run the model if we wanted that information. Another 
piece of information that is not readily available for predictors with more than 
two levels is the significance of the predictors taken as a whole. A handy R  
command for this is drop1(..., test="Chisq"). For each predictor, it 
performs a log likelihood ratio test for nested models, comparing the 
complete model to the model with that predictor dropped, each time testing if 
dropping that predictor makes the deviance significantly larger or not.  
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> drop1(noemen.glm.1, test="Chisq") 
Single term deletions 
Model: 
variant ~ conver.type + generation + region + occup.type 
            Df Deviance    AIC    LRT   Pr(Chi)     
<none>           506.24 522.24                      
conver.type  1   527.12 541.12 20.878 4.894e-06 *** 
generation   1   535.11 549.11 28.869 7.743e-08 *** 
region       3   531.26 541.26 25.018 1.530e-05 *** 
occup.type   2   519.37 531.37 13.132  0.001407 **  
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ‘ 1  
 

We see that for every predictor, removal makes the deviance significantly 
larger, so we conclude that all predictors are significant in our model.  
 As we did with the simple regression model, we now use 
plot(Predict(noemen.lrm.1, fun=plogis)) to visualize the partial effects 
of the predictors on a proportions of success scale. This function call 
generates as many plots as there are predictors (Figure 8, below).  
 
> plot(Predict(noemen.lrm.1, fun=plogis)) 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 



 
 
 
Figure 8.  Partial effect of the predictors in the model noemen.lrm.1 
Since, on the scale of proportions, the effect of the predictors is (often very 
similar, but) not identical in all situations, the plotting algorithm has to pick a 
specific situation in order to be able to plot proportions and proportion 
differences. The specific situation that is chosen by this plotting algorithm, is 
determined by the reference levels of the other predictors. For instance, the 
partial effect of conversation type is plotted for the specific situation of 
generation=before.1980, region=AB, and occup.type=higher.edu. The 
plotting algorithm also plots 95% confidence margins around the fitted 
averages. 
 We now run a second model (noemen.glm.2 and noemen.lrm.2), in 
which we add an interaction term for region by generation, which allows for 
the effect of region to be different in the two generations. The specific reason 
why we test this is because we suspect that the noemen-variant has recently 
gained wider acceptance, or at least wider usage, as one of the characteristics 
of a newly emerging nationwide variety of colloquial Belgian Dutch. The 
interaction term, represented in the formula as generation:region, is a so-
called product term. So what values do the items in the data set have for 
generation:region? In general, the value of an item for the interaction 
x1:x2 between the predictors x1 and x2 is literally the product of its values 
for x1 and x2. In the case of predictors x1 and x2 that are themselves encoded 
as several regressors, the interaction term will consist of new regressors that 
represent the products of the regressors of x1 and x2. In our case, the 
interaction is represented as three regressors. For instance, the regressor 
generation=from.1980 * region=WV represented the product of 
generation=from.1980 and region=WV. The value of generation=from.1980 
* region=WV is 1 if both generation=from.1980 and region=WV are 1 and 
is 0 otherwise.  
  
> noemen.glm.2 <- glm(variant ~ conver.type + generation +  
+                               region + occup.type +  
+                               generation:region,  
+                               data=noemen, family=binomial) 
> summary(noemen.glm .2) 
[...] 
    Null deviance: 618.06  on 445  degrees of freedom 
Residual deviance: 482.34  on 435  degrees of freedom 
AIC: 504.34 



[...] 
 
> noemen.lrm.2 <- lrm(variant ~ conver.type + generation +  
+                               region + occup.type +  
+                               generation:region,  
+                               data=noemen, x=T, y=T) 
 
> noemen.lrm.2 
[...] 
             Model Likelihood  Discrimination   Rank Discrim.     
                 Ratio Test       Indexes          Indexes        
Obs     446  LR chi2   135.73  R2       0.350   C       0.800     
 heten  228  d.f.          10  g        1.586   Dxy     0.599     
 noemen 218  Pr       <0.0001  gr       4.885   gamma   0.617     
                               gp       0.298   tau-a   0.300     
max |deriv| 7e-07              Brier    0.181                      
 
                                 Coef    S.E.   Wald Z Pr(>|Z|) 
Intercept                        -0.8518 0.2018 -4.22  <0.0001  
conver.type=telephone             1.0057 0.2521  3.99  <0.0001  
generation=from.1980             -0.8356 0.1580 -5.29  <0.0001  
region=WV                         0.5184 0.2120  2.45  0.0145   
region=AB                         0.4123 0.2028  2.03  0.0420   
region=LI                         0.2742 0.2057  1.33  0.1826   
occup.type=neutral                0.5408 0.3180  1.70  0.0890   
occup.type=no.higher.edu          1.0873 0.2895  3.76  0.0002   
generation=from.1980 * region=WV  0.9268 0.2100  4.41  <0.0001  
generation=from.1980 * region=AB  0.1612 0.2023  0.80  0.4256   
generation=from.1980 * region=LI -0.3157 0.2060 -1.53  0.1255 
> drop1(noemen.glm.2, test="Chisq") 
[...] 
                  Df Deviance    AIC    LRT   Pr(Chi)     
<none>                 482.34 504.34                      
conver.type        1   498.68 518.68 16.343 5.284e-05 *** 
occup.type         2   497.06 515.06 14.719 0.0006366 *** 
generation:region  3   506.24 522.24 23.902 2.618e-05 *** 
[...] 

 
To give an example of what this interaction allows for: if in a model without 
interaction the effect of region=WV would be -0.10606 if 
generation=before.1980 (=reference generation), and the effect of 
generation=from.1980 would be -0.09124 if region=OV (=reference 
region), then it would have to be the case that the effect of region=WV 
combined with generation=from.1980 would have to be the sum of -
0.10606 and -0.09124. In the model with interaction, however, it is possible 
to ‘correct’ that latter sum, making it the sum of -0.10606 and -0.09124 and 
0.76557 (the figures are taken from the above output). By consequence, this 



model allows for the effect of region (on the logit scale) to be different in 
different generations.  
 The drop1() command shows that the addition of the interaction 
term has significantly reduced the deviance of the model. We, therefore, 
decide to keep it in the model. But what does the interaction tell us exactly? 
We combine two tools for exploring this. Both have their limitations, but in 
combination they are quite informative.  
 First, we use a mosaic plot to check if we see traces of an interaction 
in the observed data. A correct picture could only come from a mosaic plot 
with all variables from the model included, but we choose to simplify matters 
and just look at variant by generation and region (even though we know that 
not controlling for the other variables may distort the picture). The result is 
show in Figure 9. 
 
> plot(table(noemen$generation, noemen$region, noemen$variant),  
+ col=T, main="variant ~ generation + region") 

 
 
 
 
 
 
 
 
 
 
 
 

Figure 9.  Mosaic plot of variant by generation and region 
 
We see that within the old generation, there is a clear region effect (noemen is 
most popular in OV, less so in its neighbouring regions and is least popular in 
the region that is furthest away from OV). However, this effect has 
disappeared in the young generation.  
 Second, we look at the predicted values to get a picture of what the 
model makes of this (once again, our picture is a bit unclear because we do 
not control for the other variables)20. For each combination of values for 
generation and region, we calculate the mean predicted probability (x.mean), 
its standard deviation (x.sd) and the number of cases (x.n). The mean 



predicted probabilities confirm the pattern from the mosaic plot. So the 
interaction confirms the hypothesis of noemen originally being a somewhat 
more local phenomenon that has recently spread over the whole country. 
 
 
 
 
> predict.info <- function(x) {  
+ # assumes x is numeric vector of predictions 
+   result <- c(mean(x), sd(x), length(x)) 
+   names(result) <- c("mean", "sd", "n") 
+   return(result) 
+ }  
> aggregate(predict(noemen.glm.2, type="response"),  
+           list(noemen$region, noemen$generation),  
+           predict.info) 
  Group.1     Group.2      x.mean        x.sd         x.n 
1      OV before.1980  0.66666667  0.18788276 63.00000000 
2      WV before.1980  0.45833333  0.18866238 96.00000000 
3      AB before.1980  0.31395349  0.19044277 86.00000000 
4      LI before.1980  0.06250000  0.04043570 48.00000000 
5      OV   from.1980  0.59459459  0.16932037 37.00000000 
6      WV   from.1980  0.67647059  0.09336409 34.00000000 
7      AB   from.1980  0.77777778  0.09800288 45.00000000 
8      LI   from.1980  0.59459459  0.10651400 37.00000000 

 
Incidentally, the code we just used can easily be modified to generate the list 
of predicted probabilities for all categories in the data (i.e. all possible 
combinations of values of the predictors that occur in the data). We do this 
below, but we suppress most of the output. There are 43 lines in the output 
because 5 of the 48 theoretically possible combinations do not occur in the 
data. 
 
> aggregate(predict(noemen.glm.2, type="response"),  
+                 list(noemen$region, noemen$generation,  
+                 noemen$conver.type, noemen$occup.type),  
+                 predict.info) 
  Grp.1     Group.2   Group.3    Group.4     x.mean x.sd   x.n 
1    OV before.1980 face2face higher.edu 0.43974421 0.00 23.00 
2    WV before.1980 face2face higher.edu 0.24715753 0.00 35.00 
3    AB before.1980 face2face higher.edu 0.15073898 0.00 45.00 
4    LI before.1980 face2face higher.edu 0.02497667 0.00 18.00 
[...] 
42   AB from.1980   telephone neutral    0.89284457 0.00  8.00 
43   LI from.1980   telephone neutral    0.74984350 0.00  6.00 

 



 
4. Model diagnostics 
 
In linear regression, which relies heavily on the assumption of normal errors, 
a lot of model diagnostics exist that involve inspecting the residuals in the 
model and looking for indications that the model assumptions are violated. 
Compared to that, the model assumptions in logistic regression are much less 
demanding, but still there is a clear need to test if nothing is wrong in the way 
the model fits the data. 
 The assumption of a binomial distribution of the response implies 
certain expectations about the amount of variability we can expect in the data 
given a specific model. If we detect an amount of variability that is not in line 
with these expectations – a phenomenon which is called underdispersion 
when we detect less variation than expected, and overdispersion if we detect 
more variation than we expect (overdispersion is, obviously, the more 
common problem) – then this undermines the assumption. A first quick check 
we can do to test for this is to compare the residual deviance in the model to 
the residual degrees of freedom in the model; should the residual deviance be 
much larger than the residual degrees of freedom, then that would be an 
indication of overdispersion. In noemen.lrm.2, this comparison gives no 
indication of overdispersion (Residual deviance: 482.34 on 435 degrees 
of freedom).  
 Secondly we can perform the so-called Hosmer-Lemeshow-Cessie 
goodness of fit test. A significant result in that test would indicate a 
significant lack of fit. We do not obtain a significant lack of fit here (p = 
0.0755884), but the rather low p-value does indicate that the fit is far from 
good. 
 
> residuals(noemen.lrm.2, type="gof") 

Sum of squared errors   Expected value|H0          SD  

           80.6027138          81.3454554   0.4180039  

                    Z                   P  

           -1.7768775           0.0755884  

 

If any of the above techniques signals a problem, the most likely reason is 
that important predictors are missing from the model (or that the model is for 
some other reason too simplistic to provide an acceptable fit). 
 Another thing that should be tested routinely is whether there are no 
correlation patterns among the predictors that are so outspoken that this 



makes the model less reliable (this is the so-called problem of 
multicollinearity). We can test this with the command vif() which we run 
on the lrm model without interactions. Values higher than four should be 
considered problematic. If they occur, one of the problematic variables should 
be removed from the model and the model should be rerun and tested again.21 
 
 
 



> vif(noemen.lrm.1) 
   conver.type=telephone    generation=from.1980    region=WV 
                1.178568                1.674683     1.724891 
               region=AB               region=LI 
                1.689968                1.626993 
occup.type=no.higher.edu      occup.type=neutral 
                1.386220                1.654916 

 
Finally, it can also happen that individual items in your data set have too big 
an influence on your model. Candidate problematic cases can be detected as 
shown below, together with the estimate they could affect the most (the 
numbers are row numbers in the data set). Inspection of these cases involves 
manual inspection as well as running a model with these cases removed and 
testing whether indeed the models differ substantially. The decision to 
permanently remove certain items from the analysis should only be a last 
resort (and obviously should be well documented).  
 
> which.influence(noemen.lrm.2) 
$Intercept 
[1] "265" "267" "268" "270" "271" 
$generation 
[1] "151" 
$region 
[1] "238" "239" "450" 
$`generation * region`  
[1] "188" "238" "239" "450" 

 
 
5. Variable selection 
 
Logistic regression is a powerful and versatile tool, but it is not a very easy 
technique to use. One of the more difficult aspects of its use is variable 
selection. Variable selection, sometimes also called model selection, is the 
process of deciding which of the candidate predictors or interactions between 
predictors to include in the (final) model. From a ‘mechanical hypothesis 
testing perspective’, it might seem that this is not a process, but simply is a 
‘one step procedure’ that boils down to including all candidate predictors to 
the model and running the model. However, in just about any non-trivial 
study, the task is more complicated than that and issues of the fit, 
interpretability and replicability of the model arise. On the one hand, the 
comparison of models often helps us acquire a deeper understanding of the 
relation between the model(s) and the data. On the other hand, we must be 
careful that the very process of multiple model comparison does not trick us 



into ‘data fishing’. In sum, variable selection is the sometimes-tricky task of 
striking a balance between on the one hand misreading or oversimplifying the 
patterns in the data and on the other hand overfitting to the ‘noise’ in the data. 
An interesting reference regarding this topic is Harell (2001).  
 
 
6.  Which conditions should my data set meet? 
 
It has been mentioned before that logistic regression analysis can handle data 
from corpus studies as well as from experimental designs. In the case of 
corpus studies, most of the time the best approach to collecting your data is to 
retrieve all occurrences of the phenomenon under scrutiny from your corpus 
and include all these occurrences in your data set (of course, you do exclude 
all spurious hits and all cases with contexts in which variation is not 
possible). In general, you do not have to try to balance your data set. Firstly, 
logistic regression can handle a lot of correlation patterns among the 
predictors. Secondly, in logistic regression, variable levels within one 
variable do not have to be balanced, neither for the response variable nor 
from the predictors. The only downside of unbalanced data is that unbalanced 
data often require larger data sets. 
 This brings us to the following point. How many data points do I 
need for my study? This crucially depends on the number of regressors you 
consider for inclusion in the model. Several rules of thumb exist. Here I only 
mention one general rule of thumb, which is the one I believe is most 
important. The rule starts from the overall number of occurrences in the data 
set for the least frequent response level. For instance, in the noemen data set 
this would be 218, the overall frequency of the variant noemen (the other 
variant, heten, has a frequency of 228). The rule of thumb then says that the 
maximum number of regressors one should consider for inclusion in the 
model must not be more than this frequency divided by 20. So, in the noemen 
data set, the maximum number of regressors must not be more than 10 or 11 
(see Harrell (2001: 60-61) and the studies that are cited there, for a more 
detailed and nuanced discussion of sample size issues). 
 The biggest risk related to the inclusion of too many regressors is 
overfitting. Overfitting is fitting a model that follows the patterns in the data 
so closely that it picks up idiosyncratic as well as generalizable patterns. An 
overfitted model will not be reproducible in replication studies. On the one 
hand, it will typically exaggerate the size of effect that does exist, and on the 
other hand, it will also detect pseudo-effects that are actually no more than 



accidental idiosyncratic irregularities in the data set. Next to rules of thumb 
such as the one just mentioned, there are other, more advanced, techniques 
that help reduce the risk of overfitting (see e.g. Harell (2001) on cross-
validation and shrinkage). 
 
 
7. Beyond the limits of traditional binomial logistic regression  
 
In a sense, it is inappropriate to include a section called ‘Beyond the limits of 
traditional binomial logistic regression ’ in an introductory text that has barely 
scratched the surface of what can be done within traditional binomial logistic 
regression. Moreover, just like any other popular modern technique in 
statistics, logistic regression is constantly being enhanced, and therefore the 
boundaries of what is ‘traditional binomial logistic regression’ are unclear 
ones and they are probably shifting. 
 Still, there is a need to position what is discussed in this text in a 
wider context and point to some techniques that extend binomial logistic 
regression or can be seen as alternatives to it. The first thing that springs to 
mind is multinomial logistic regression, which is a further elaboration of 
logistic regression that supports categorical response variables with more than 
two levels, and proportional odds models (also called ordinal logistic 
regression), which support ordinal response variables. 
 A second extension is the incorporation into generalized linear 
models (and therefore also in logistic regression models) of mixed model 
analysis. In mixed model terminology, all predictors that were discussed in 
this text are so-called fixed effect predictors. Mixed models allow for the 
combination in one model of both fixed effect predictors and so-called 
random effects (also called random factors), which are identifiable sources of 
random variation. Random effects are useful for many contexts, but let me 
give just one example. Suppose that in the data set for some corpus linguistics 
study you have 1000 items that were produced by 200 different speakers. In 
other words, many of these speakers have produced several items in your 
data. Obviously this fact can introduce certain patterns in the data (a type of 
interdependence between certain observations) because behaviour by the 
same speaker is likely to be more similar than behaviour by different 
speakers. Ignoring this fact when analysing the data may lead to biased results 
and incorrect conclusions. On the other hand, one does not want to treat 
speaker as a fixed effect because (a) it would have 200 levels which would 
make it both a terribly ‘dominant’ and a terribly uninterpretable predictor, and 



(b) fitting fixed effect slopes for individual speakers would not be interesting 
and would not lead to replicable studies or general, reproducible results (in 
other words, the model would overfit to irrelevant idiosyncratic patterns in 
the data). This is an example where ‘speaker’ would be a good candidate for a 
random factor. Contrary to the levels of a fixed effect predictor, the levels of 
a random factor that occur in a data set are assumed to be a random selection 
from a typically much larger set of levels in the population. In other words, if 
we replicate a study, the levels of the fixed effect will be the same as in the 
original study. The levels of a random factor, however, will typically be 
another random sample from the large set of levels in the population. In the 
case we just discussed, it will typically be other speakers. Mixed models then 
are designed to account for the variation caused by random factors without 
giving them the status of fixed effects.    
 Yet another avenue is the exploration of non-linear relations between 
numerical or ordinal predictors and logits. The assumption of linearity is 
hardly ever obvious. Often it is an acceptable simplification of reality, often it 
is not. Within traditional binomial regression, we can use polynomials and 
transformed predictors. Beyond it, we can explore splines for logistic models 
and generalized additive logistic models. 
 Finally, it should be mentioned that beyond generalized linear models 
(either with or without random effects) there are many other statistical tools 
that can be used for classification (i.e. for predicting class membership of 
items on the basis of the properties of the items) and that the types of analyses 
discussed in this text can be seen as classification tasks with the classes being 
the levels of the response variable. Examples of such techniques are 
classification trees and forests (a.o. conditional inference trees and random 
forests), support vector machines, memory based learning, Bayesian networks 
and many others. 
 
 
8. Further readings 
 
A gentle, yet broader introduction to logistic regression can be found in 
Pampel (2000). Some more advanced textbooks on logistic regression are 
Hosmer & Lemeshow (2000) and Hilbe (2009). More information on the 
VARBRUL tradition of logistic regression in sociolinguistics can be found in 
Paolillo (2002) and Tagliamonte (2006), amongst others. 
 
 



logitage=n = logitage=n�1 + estimateage

e(logitage=n) = e(logitage=n�1+estimateage)

e(logitage=n) = e(logitage=n�1) � e(estimateage)

oddsage=n = oddsage=n�1 � e(estimateage)

 
Notes 
 
1. Sometimes we also want to test whether the intercept is significantly 
different from zero, but most of the time we are more interested in the slope. 
2. The errors are the discrepancies between actual values of the response and 
the line that connects the actual local averages of the response in the whole 
‘population’ that our data set is a sample from (which is a line that we assume exists, 
but that we cannot know exactly on the basis of our data set alone). The residuals are 
the discrepancies between values of the response in our data set and the line that we 
fit with our regression technique. The assumption underlying linear regression is that 
the errors are normal (and that, by consequence, the residuals also can be expected to 
be almost normal). 
3. The purpose of the ‘thought exercise’ is to illustrate how it is reasonable to 
expect the slope to become less outspoken in the vicinity of 0% or 100% probability. 
The ‘thought exercise’ is not intended to illustrate that the slope must be constant 
(and therefore the line must be linear or almost linear) for all other probabilities (say 
for the area between 20% and 80% probability). Whether that is the case or not (and 
therefore), whether a straightforward application of logistic regression to the data is 
appropriate, is an empirical question that must be examined when inspecting the 
statistical model that results from the analysis.  
4.  In general, maximum likelihood estimation does not refer to one specific 
calculation procedure but rather to a generic strategy for parameter estimation. In 
fact, under the assumptions that underlie linear regression, the simple procedure of 
ordinary least squares renders maximum likelihood estimates and therefore can be 
regarded as equivalent to likelihood estimation in that context.   
5. The reader may wonder whether linear regression and ordinary least squares 
estimation can still not be used if one switches to the logit scale and therefore models 
the relationship between predictor x and the logit of y (which, after all, is assumed to 
be a linear relation). This is not (generally) possible, because the logits of y for 
individual observations have the possible value minus infinity (if y=0) and plus 
infinity (if y=1), and, therefore, ordinary least squares and the assumptions underlying 
inferential tests in linear regression do not apply. 
6.  This significance test applies to the logit level as well as the proportion of 
success level. If, at the logit level, there is a significant linear effect, then it follows 
that at the proportion of success level there is a significant logistic effect. If at the 
logit level there is no significant linear effect, then it follows that at the proportion of 
success level, there is no significant logistic effect.  
7.  The following equations illustrate why an increase or decrease on the logit 
scale corresponds to a ratio on the odds scale: 
 
 
 
 



prop = odds / (1 + odds) = elogit/(1 + elogit)

prop / (1 - prop) = odds = elogit

ln (prop / (1 - prop)) = ln (odds) = logit

 
8.  The following equations illustrate how to convert between logits, odds and 
proportions of success: 
 
 
 
 
 
9. There are limits to the amount of correlation between predictors that 
multiple regression can handle, as we will discuss in the section on model 
diagnostics, but still multiple regression can take quite a lot of correlation among the 
predictors. 
10.  I assume the rms package has already been installed.  
11.  These tests are the so-called Wald tests. 
12.  In several other types of regression analysis, within the general framework 
of generalized linear models, this dispersion parameter (which expresses the amount 
of variability we assume exists in the errors) is estimated on the basis of our sample. 
For instance, in so-called quasibinomial logistic regression, the dispersion parameter 
is not taken to be one but is estimated from the data. However, quasibinomial logistic 
regression, which is a technique that can be useful if our binomial regression models 
suffer from overdispersion (to be explained later in this text), is beyond the scope of 
this text. 
13.  The estimate for the intercept fitted by the intercept only model must not be, 
and typically is not, equal to the estimate for the intercept fitted by the fitted model. 
The intercept in the intercept only model will correspond to the overall proportion of 
success in the data set. The intercept in the fitted model typically will differ from that. 
14.  Although finding the best estimates efficiently with MLE is not trivial, 
determining Lint and Lfit given a specific model (i.e. given a specific intercept or 
intercept plus slope) is actually very intuitive and straightforward, as I hope to show 
with the following set of instructions. The probability of encountering a data set given 
some model is simply the product, over all items, of the probability of encountering 
that item given the model. You see below that even for a good model, Lfit is actually a 
very small probability. This should not surprise us: Lfit does not simply express the 
probability of encountering k successes in a sample of size n, it expresses the 
probability of encountering the exact sequence of successes and failures that we find 
in the data set. Note that some of the commands listed below will not be explained 
until later in the text and in Footnote 15. If you are not yet familiar with some of the 
commands or expressions, you may want to continue reading the main text first and 
come back to this footnote later.  
> fig1Mid.glm.int <- glm(variant ~ 1, data=fig1Mid, family=binomial) 
+  # intercept only 
> obs <- as.numeric(fig1Mid$variant) - 1  # observed response (0 or 1) 
> pred.int <- predict(fig1Mid.glm.int, type="response") 
+  # predict for intercept only 
> pred <- predict(fig1Mid.glm, type="response") # predict for fitted 
> lik.int <- ifelse(obs, pred.int, 1 - pred.int) # item lik for int only 



> lik <- ifelse(obs, pred, 1 - pred) # item lik for fitted 
> prod(lik.int)              # global lik given intercept only model correct 
[1] 1.095754e-21 
> -2 * log(prod(lik.int))    # deviance of intercept only model 
[1] 96.52569 
> prod(d$lik)                # global lik given fitted only model correct 
[1] 5.329571e-14 
> -2 * log(prod(d$lik))      # deviance of fitted model 
[1] 61.12584 

15.  Another way to conduct the same test is by explicitly building an intercept 
only model and performing a log likelihood ratio test for nested binomial glm  models 
with the command anova(SMALLERMODEL, LARGERMODEL, test="Chisq"). 
Such a test can be conducted to compare any couple of nested models 
SMALLERMODEL and LARGERMODEL, where nested means that LARGERMODEL 
contains all predictors in SMALLERMODEL plus one or several additional predictors. 
The test tests whether the reduction of deviance (which here is called residual 
deviance) when going from SMALLERMODEL to LARGERMODEL is significant. With p = 
2.685e-09 the reduction is definitely significant at the usual 95% confidence level. 
Note that the formula  variant ~ 1 means ‘model the response variant in 
function of nothing but an intercept’. 
> fig1Mid.glm.int <- glm(variant ~ 1, data=fig1Mid, family=binomial)  
+   # intercept only 
> anova(fig1Mid.glm.int, fig1Mid.glm, test="Chisq") 
 
 Analysis of Deviance Table 
 
 Model 1: variant ~ 1 
 Model 2: variant ~ age 
   Resid. Df Resid. Dev Df Deviance P(>|Chi|)     
 1        69     96.526                           
 2        68     61.126  1     35.4 2.685e-09 *** 
 --- 
 Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ‘ 1  

16.   The ROC curve is created as follows: we repeat the procedure of making a 
classification table for cut-off values ranging from 100% to 0%. For each 
classification table, we add a point to a scatterplot with as its x-value the false 
positive rate in the table (i.e. the proportion, among the observed failure responses, of 
items for which success is predicted) and as its y-value the true positive rate in the 
table (the proportion, among the observed success responses, of items for which 
success is predicted). The ROC curve then is the line that connects all points. The x-
values of the points in the curve will range from 0.0 (for highest threshold) tot 1.0 
(for lowest threshold). The y-values will be lowest for the highest thresholds and will 
grow larger for lower thresholds. A good model then is a model for which the ROC 
curve goes up rapidly, which indicates that the model can combine a high true 
positive rate with a relatively low false positive rate. 
17.   Nagelkerke’s pseudo R2 is an adjusted version of Cox and Snell’s pseudo 
R2. The formula for the latter is 1 – (Lint/Lfit)2/n, with n the number of observations in 
the data set. The smaller the ratio Lint/Lfit, and therefore the smaller the transformed 
ratio (Lint/Lfit)2/n, and hence the larger 1 – (Lint/Lfit)2/n, the more outspoken the 
superiority of the fitted model over the intercept only model will be. A downside to 



this measure is that it can never reach the value of 1.0. Therefore, Nagelkerke’s 
adjustment to Cox and Snell’s measure is to divide it by 1 – (Lint)2/n, so that possible 
values can cover the whole range from 0.0 tot 1.0. 
18.   Although in general it is better to use the ‘richer information’ in a numerical 
variable age, rather than the ‘simplified information’ in a categorical variable 
generation, we refrained from using a numerical predictor in this analysis because 
we wanted to present a typical corpus linguistics case study [most (but not all) 
predictors in corpus linguistics case studies are categorical]. As it turns out, in this 
dataset using age instead of generation would have led to a model that is perhaps 
somewhat more refined (and superior), but that is otherwise essentially the same as 
the model discussed in this chapter.  
19.  The format of the regressor names in lrm() actually renders the notation 
conver.type=telephone ambiguous in this text. In this text that notation can 
either refer to the regressor conver.type=telephone or to the situation where the 
predictor conver.type has the value telephone. Often the difference is irrelevant 
but in some cases, e.g. conver.type=face.to.face, only one of the two 
interpretations applies (since there is no regressor conver.type=face.to.face).  
20.  There are other, more sophisticated methods to explore the combined effect 
of two interacting terms in a model. One package that we want to mention in 
particular, is the effects package (Fox, 2003), which supports many techniques for 
visualising the effects of predictors (with 95% confidence margins).  For instance, the 
combined effect of the interacting terms in the model noemen.glm.2 could be 
visualised with the instructions: 
> library(effects) 
> plot(effect("generation*region",noemen.glm.2)) 

All effects in the model could be visualised at once with: 
> plot(allEffects(noemen.glm.2))  
21.  An alternative solution would be to use a dimension reduction technique to 
remove the redundancy from the predictors. 
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