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1 Introduction

In linguistic aggregation studies, multiple linguistic variables are considered
simultaneously in order to detect the structural relations between language
varieties. The most straightforward example of an aggregation study can
be found in the Natural Language Processing application of thematic text
categorization (the oldest example can be found in Rocchio 1971). In simple
terms, thematic text categorization observes the occurrence (or absence) of
relevant content words in many texts, and the similarity between two texts is
gauged by means of the amount of overlapping content words there is between
the two texts. If the two texts share a large amount of content words, it is said
that their similarity is high (or that the “distance” between the documents is
small; we will from now on talk about distance, rather than similarity). Vice
verse, if the two texts do not share a certain amount of content words, the
distance between the documents is large. If such distances are measured for
every possible pair of texts, it is possible to get an overarching picture of the
structure of these texts, by means of quantitative and sometimes statistical
methods, such as cluster analysis (Kaufman and Rousseeuw 1990) or dimension
reduction (Landauer and Dumais 1997).

In this paper, we address a problemwith that secondmethod, c.q. dimension
reduction. Dimension reduction, in the form of Multidimensional Scaling
(Cox and Cox 2001) as commonly used in linguistic aggregation studies, can
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take an unwieldy list of pairwise distance measurements between texts or
language varieties — the dimensionality of which is as high as the amount
of texts —, and can produce from that input a low-dimensional (reduced)
structure. The low-dimensional structure is generally more easily interpretable,
whereas the complex high-dimensional structure is not. Although the most
popular dimension reduction techniques, such as Multidimensionsal Scaling,
are perfectly capable of presenting the overarching structure of the language
varieties, they also obscure the much more complex behavior of the individual
variables. Indeed, it is not because we find one overarching structure, that all
variables behave exactly according to that overarching structure.1 This paper
therefore introduces a dimension reduction technique that does not only reveal
the overaching structure that is quintessential to an aggregation study, but also
allows for an insight in the behavior of the individual variables, with respect to
the overarching structure. This method is called Individual Differences Scaling
and was developed by Takane, Young, and de Leeuw (1977).

The above paragraphs have introduced the central methodological issue of
this paper in a very abstract way. Let us now make this problem more tangible
by a straightforward example. Assume an aggregation study that wants to
investigate the structure of four texts: one text in informal American English,
one text in formal American English, one text in informal British English,
and one text in formal British English. The assumed aggregation study of
this example will consider two lexical variables. The first lexical variable
consists of the variants subway and underground, representing the concept
Subterranean Public Transport. The second lexical variable consists of the
variants prostitute and hooker, representing the concept Promiscuous woman
that offers sexual activities for money. The first variable will be sensitive
to the distinction between British and American texts, since subway is a typical
American English word, and underground is a typical British English word.
The second variable will be sensitive to the distinction between formal and
informal, since prostitute is a more formal realization of Promiscuous woman
that offers sexual activities for money than hooker. Our aggregation
study collapses both variables during the act of measuring pair-wise distances
between all four texts, and the resulting picture of a dimension reduction will
lead to the interpretation that the four texts are structured along two dimensions,
i.e. a national dimension and a formality dimension. This overarching structure,
however, does not allow us to trace back the behavior of the two individual
variables. The method that will be introduced in this paper, i.e. Individual
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Differences Scaling, remedies this problem.
Admittedly, one could argue that the goal of an aggregation study is to find

the overarching structure, and if one is interested in the behavior of individual
variables, one should not do an aggregation study. Whereas this criticism is to a
certain extent valid, it ignores an important premisse and intrinsic aspect of an
aggregation study, i.e. that the outcome of an aggregation study is determined
by its input. Or in other words, the retrieved structure of language varieties
can differ according to which set of linguistic variables was aggregated. Let
us apply this insight to the example above. If the two lexical variables were
not differentiated between nation and formality, and if, as an example, there
were two lexical variables sensitive to the nation distinction only, our aggrega-
tion study would not have picked up on the formality dimension. Given this
deterministic relation between input variables and output structure, it is of the
utmost importance for the scientific validity of an aggregation study to reveal
the behavior of the individual variables, and acknowledge the dependence on
the “completeness” or representativity of the set of linguistic input variables.

After this introduction of the methodological topic of this paper, we briefly
introduce the relevance of this methodological innovation to the study of Old
German.2 First of all, as far as we know, there has never been a quantitative
aggregation study on the oldest documented stage of German. Rather the
ideas on the structure of Old German have been formed on the basis of minute
descriptive research and theory formation in the philological literature (Braune
2004; Schrodt 2004; Sonderegger 2003; Gallée 1993). Despite the descriptive
detail of philological studies, with a large amount of footnotes describing
temporal and geographical variation, the picture of Old German is dominated
by few large texts and the theoretical conclusions strive towards a systematic
langue-based grammar, paradoxically ignoring the observed variation. To
show the structural variation at the level of parole in Old German, we perform
an aggregation study on five of the largest texts.

The remainder of this paper is structured as follows. In Section 2, we
discuss in some more detail the background of aggregation studies and a
variationist take on Old German. Section 3 describes the corpus of Old German
that we use for this study, and Section 4 explains the details of the applied
methodology. The results of the aggregation analysis are discussed in Section 5,
and a conclusion is formulated in Section 6.
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2 Background

2.1 Differences between variables in lectometric research

A key characteristic of lectometric studies, including register analysis, text cat-
egorization and dialectometry, is that they aggregate over multiple (linguistic)
variables to calculate pairwise distances between respectively registers, texts
and dialects. With the exception of register analyses along the methodological
guidelines of Biber (1988), lectometric studies aggregate variables in such a
way that it is impossible to investigate the behavior of the individual variables.
For a while, the opaqueness of the aggregation seemed the price to pay for
the insight that could be gained from the overall structure. However, ongoing
criticism from Horan (1969), Schneider (1988) and Woolhiser (2005) made
clear that an opaque aggregation is a severe reduction.

There are a number of methodological possibilities to overcome this crit-
icism. The first option is to leave the realm of MDS and to adopt another
methodological framework. In register studies along the lines of Biber (1988),
Factor Analysis is the preferred method. However, the application of Factor
Analysis has a number of strict requirements, such as a ratio of 5:1 for the
objects and the variables. This implies that one needs a large amount of ob-
jects if one wants to study a decent amount of variables. In the case of the
current paper, with only 5 texts (objects), the amount of variables that we can
investigate is only 1! Similar situations occur in other aggregation studies, too,
and therefore, Factor Analysis is often simply not a possibility in dialectometry.
A noteworthy exception can be found in Grieve, Speelman, and Geeraerts
(2011). Plevoets, Speelman, and Geeraerts (2008) applied a beefed-up version
of Correspondence Analysis to visualize the complex structure of language
varieties and their most typical linguistic variables. And in Wieling and Ner-
bonne (2011) and Wieling, Nerbonne, and Baayen (2011), experiments with
Bipartite Spectral Graph Partitioning and Generalized Additive Models were
convincingly presented. A second option is an in-depth post-hoc analysis of
the numerical information from the MDS. As an example, in Heeringa (2004:
page?), “loadings” of variables on the MDS dimensions are calculated post-
hoc by means of correlation measurements. And in Geeraerts, Grondelaers,
and Speelman (1999), an insight in the behavior of the individual variables is
accomplished by straightforward manual labor.

Although the above methods give valid results and are as such insightful,
a much more elegant solution can be found within the field of MDS, in the
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form of three-way two-mode MDS. Three-way two-mode MDS, also known as
Individual Differences Scaling (INDSCAL) takes as its input a list of distance
matrices, and assumes that every matrix represents the distance estimates of a
separate source. This method was already developed in the 1970s by Takane
et al. (1977) to solve the problem of Horan (1969), and thus also solves the
problem of opaqueness in linguistic aggregation studies. INDSCAL delivers
a twofold output. On the one hand, the Group Stimulus Space reveals the
aggregated structure of the objects, just like a regular two-way one-mode MDS
would do. On the other hand, INDSCAL also returns the so-called Configura-
tion Weights per variable. These values give an indication of how the individual
variable relate to the Group Stimulus Space, i.e. the degree with which they
agree with the dimensions of the Group Stimulus Space. It is instrumental
for the interpretation of an INDSCAL analysis to explain how to read these
ConfigurationWeights. A ConfigurationWeight always links up with a specific
dimension, and therefore, a dimensional interpretation of the Group Stimulus
Space is necessary. A linguistic variable with a Configuration Weight of 1
for Dimension 1 means that that linguistic variable behaves exactly identical
to Dimension 1 of the Group Stimulus Space. If the Configuration Weight is
smaller than 1 for Dimension 1, then the linguistic variable shows less variation
along that dimension than the Group Stimulus Space; if the Configuration
Weight is larger than 1 for Dimension 1, then the linguistic variable shows
more variation along that dimension than the Group Stimulus Space. As an
example, assume a Group Stimulus Space for which we interpreted the first
dimension as formality. A linguistic variable with a Configuration Weight
larger than 1 shows more variation when it comes to formality than the Group
Stimulus Space, i.e. the average behavior of all variables. More technical
aspects of INDSCAL with relation to linguistic aggregation studies can be
found in Ruette and Speelman (2013).

2.2 Variation in Old German studies

The study of variation in the oldest stages of German (which we here consider to
be a combination of Old High German and Old Saxon) is somewhat ambivalent.
On the one hand, the philological literature on grammar is filled with accounts
of variation. Many morpho-syntactic phenomena are described with attention
for geographical and temporal variation, but these accounts are tucked away
in long lists of footnotes. Moreover, the fact that most of the remaining Old
German texts are translations of Latin is considered as problematic to get a
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picture of the grammar of Old German, since the translations are sometimes
word-by-word. On the other hand, in an effort to come to a structuralist langue-
based grammar for the assumed monolithic language of Old (High) German,
systematic decisions are made in the inflection paradigms of word classes and
verbs. In some philological studies, artificial standard varieties for Old (High)
German were even proposed and some Old German texts were rewritten as to
comply with the norms of this reconstructed standard.

In more recent studies of Old German, this ambiguous position towards
variation returns. In many cases, the body of Old German texts is narrowed
down drastically, by ignoring texts that have a strong relation to the preceding
Latin, or even discarding all non-prose texts (Axel 2007). In this act of reduc-
tion lies an acceptance of variation, but simultaneously, it is also an attempt
to reach a “purer” form of Old (High) German, by enlisting all the pollution.
Therefore, under the influence of compentence- and langue-minded Generative
Grammer, a grammar is formulated on the basis of the remaining texts, and
very often, on the basis of decade-long handed down text examples. The result
is a grammar that generally ignores variation and thus considers Old German
as a monolithic language.

Potentially under the influence of the current popularity of corpus-based
and quantitative studies in synchronic linguistics, diachronic linguistics has
been making the empirical turn by constructing large historical corpora. Espe-
cially for English, the amount of data collected is enormous (Davies 2010: e.g.),
but similar corpora for other well-documented languages can be found, too
(Davies 2002; Borja, García, Sánchez, and Miguel 2011; Davies and Ferreira
2006; Galves and Faria 2010; Lee 2012). As can be seen in the synchronic
domain, such an empirical turn goes hand in hand with a renewed interest in
variational patterns (Harder 2010; Kristiansen and Dirven 2008; Geeraerts,
Kristiansen, and Peirsman 2010). This tendency can be observed in historical
linguistics, too (e.g. Hilpert and Gries 2013; Gries and Hilpert 2012).

Obviously, the empirical turn in historical linguistics can only be successful
if there is structured data available. Especially for English, many historical
texts are now available in a machine-readable format, which can be searched
efficiently. For older and less documented stages of language, the empirical
turn and consequent attention for variation is of course much harder. In the
case of Old German, the efforts in the DFG funded project Referenzkorpus
Altdeutsch (see Section 3) will provide the community with an quasi-exhaustive
collection of texts from the oldest stage of German. It is on the basis of the
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(preliminary) data from that corpus that our paper is based.

3 A reference corpus of Old German

The reference corpus of Old German (Referenzkorpus Altdeutsch, funded
by the Deutsche Forschungsgemeinschaft DFG) contains and linguistically
annotates practically all Old High German and Old Low German texts that can
be dated to the period between 750 and 1050. The corpus will be relatively
small, according tomodern standards, with about 700.000words. The complete
corpus, including the linguistic annotation will be made public for searching via
the ANNIS search tool. ANNIS, which stands for ANNotation of Information
Structure, is a graphical database and query environment, developed within
the Sonderforschungsbereich 632 Information structure: The linguistic means
for structuring utterances, sentences and texts by the Corpus Linguistics group
at the Humboldt University of Berlin.

The Old High German and Old Low German (together Old German) texts
that remain consist of five large texts (Isidor, Tatian, Otfrid, Notker and He-
liand) and a fairly large amount of smaller texts that can be localized across the
complete language area. The machine-readable format of the corpus is based
on editions of these texts that remain as closely to the original manuscript
as possible. The texts in the reference corpus Old German will be enriched
with both graphical, linguistic and meta information. On the level of graphical
information, the words of even characters of the texts will be annotated with
information about rubrication, italics, diacritics, and ligatures. On a linguistic
level, the tokens of the corpus will be richly annotated. First, the forms will be
annotated by means of the dictionaries of Splett (1993) for Old High German
and Sehrt (1966). The word forms also receive annotations that reveal part-of-
speech categories, morphological information, and even phrasal information.
The part-of-speech information follows the tagset of Stuttgart and Tübingen
(STTS), with some extensions. On the meta level, every single text is anno-
tated with information about its origin, both temporal as geographical, and
information about the manuscript that contains the text.

The efforts of the reference corpus Old German are mirrored in several
other DFG projects for the other historical stages of German. At the moment,
additional reference corpora for Middle High German and Early New High
German are being compiled side-by-side. The goal is to provide a digital
library of texts from the older stages of German, that can benefit both linguists
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and literature scholars.
In our study, we make use of a preliminary version of the reference corpus

Old German. At the time of writing, this preliminary version is not yet complete
and only provides access to Heliand, Tatian, Otfrid, Isidor, Monsee Fragments
and the so-called Kleinere Althochdeutsche Sprachdenkmäler (Steinmeyer
1963), a collection of multiple smaller Old High German texts. Moreover,
manual verification of the automatic processing that prepares the texts has only
been performed for the smaller Old High German texts, Tatian and Heliand.
The results of our case study are therefore preliminary, and only intended as
support for the showcasing of the methodology.

The Heliand text is one of the larger Old German, i.e. Old Saxon, texts
from the period between 750 and 1050. It is generally accepted to have been
conceived and written down in the first half of the nineth century (Behaghel
1996: XXI). Tatian, another large text source for Old German, i.e. Old High
German and more specifically East Franconian (Masser 1994: 33), is prin-
cipally a word-by-word translation of an underlying Latin text (a so-called
bilingue. The text is recovered from a manuscript, that was created in the
second quarter of the nineth century (Bischoff 1971: 106). The gospel book of
Otfrid von Weißenfels is a substantial text in a manuscript from the early tenth
century (Bischoff 1974: 129). Although Otfrid is a translation of a Latin text,
it is considered to be free and representative of Old High German. The Old
High German Isidor text is, just like Tatian, a bilingue. The text appears in a
manuscript from the early nineth century (Menhardt 1961: 878). The Isidor is
principally a part of the Mondsee Fragments, which contain other texts, as well.
Finally, the smaller Old High German texts, collected in Steinmeyer (1963)
cover a range of locations and genres, from all over the Old High German
period.

4 Methodology

In this section, we discuss the methodology in great detail, since this is the
main topic of the paper. Section 4.1 explains how we have constructed the lin-
guistic variables that underly the aggregation study. Issues with these linguistic
variables are discussed in the Conclusion, in Section 6. Section 4.2 discusses
the methodology for measuring distances between texts. Finally, Section 4.3
provides the reader with the hands-on steps that need to be undertaken when
performing a transparent aggregation with Individual Differences Scaling. For
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reasons of methodological transparency, and to introduce the method in a very
tangible way, we have provided the R commandos3 that are needed for the
analysis. We hope that these explicit R commandos are an incentive to the
reader to apply the method.

4.1 Linguistic variables

A variationist study should be based on linguistic variables that follow the
Principle of Accountability of Labov (1972: 72). This principle states that a
linguistic variable should consist of alternative ways of saying the same thing.
For the construction of multiple linguistic variables for the current paper, we
collect Old German word forms that are assigned the same Modern German
translation in the reference corpus Old German.4 Note that we collect word
forms, and not the already normalized lemmata for these word forms to tap
into as much (orthographical, lexical or inflectional) variation as possible, and
excluding artificial and post-hoc normalization strategies.

A linguistic variable thus contains multiple variants with the same (modern
German) paraphrases, as attested in the translation level of the corpus. These
variants can differ from each other because of a number of reasons. An obvious
reason is (onomasiological) lexical variation, i.e. synonymy, as in the example
above on Subterranean Public Transport (subway, underground). This
might also involve the difference between a germanic word form and a Latin
word form. Another reason, especially for Old German, can be an orthographic
artefact of phonological variation, such as the Old High German sound shift
(e.g. dohtar versus tohter) Finally, the use of word forms (instead of lemmata)
will spawn variants that are due to morphological processes. Just as in Modern
German, Old German uses morphology for marking case, gender and number.
In the current paper, we will ignore these different causes of variation during
the collection of the linguistic variables, so that we can see these sources of
variation emerge from the transparent aggregate analysis.

On a more technical level, we constructed the dataset that underlies the
current study by going through five of the main texts of the Old German era:
Tatian, Heliand, Isidor, Monseer Fragmente, and Otfrid.5 We ignore a large
amount of smaller texts, commonly refered to as the Kleinere Althochdeutsche
Sprachdenkmäler (Steinmeyer 1963) and the Kleinere Altsächsische Sprach-
denkmäler (ref), because in this paper we do not want to go into the further
methodological problems that these texts cause, e.g. data sparseness. We also
ignore the large Notker text, because this text is at the time of writing not yet

9



available in the (preliminary version of the) reference corpus Old German.
For every word form, a computer script (written in Python) recorded the

exact form, the translation and the text in which it occurs, yielding a three-
column observation table (also called long format in R) as shown in Table 1.

Table 1: Sample from the observation table.

Text Form Translation
1 Tatian thrittun stunt zum dritten Mal
2 Tatian heilant Heiland, Retter, Erlöser
3 Tatian mih ich
4 Tatian minnos lieben, schätzen, verehren
5 Tatian thesen dieser, der; diese, die; dieses, das
6 Tatian mer mehr, stärker, lieber, eher

. . . . . . . . . . . .

For each translation, we can now make a simple contingency table, cross
tabulating the columns Form and Text, that reveals how often a certain word
form (corresponding to the translation) appears in a certain text. Practically
speaking, if we have stored the observation table in Table 1 in the R vari-
able obs, we can extract the observations for translation von by performing
obs[obs$Translation == "von",]. Storing this extract of the observation
in the variable obs.von, we can make the contingency table by performing
the command table(obs.vonText, obs.vonForm). However, this command
will keep track of the word forms that are not specific for von. Therefore,
we remove these word forms with the R command droplevels(obs.von,

except=�Text�). We add the term except=�Text�, so that all five texts
will occur in the contingency table. Without this term, the contingency table
would not contain texts that have no occurrences of the variants. The resulting
contingency table for von is shown in Table 2.

Such a contingency table can be constructed for every translation in the
observation table, by programming a loop through all the translation levels.
In the case of this paper, this would yield about 20.000 contingency tables.
However, some of them contain only a single word form, and are therefore not
very insightful for a variational study. Other translation may have multiple
word forms, but these word forms occur very infrequently, which makes these
variables unsuited for a quantitative analysis. And some variables contain
so many word forms — potentially due to inflection — that the variation is
overwhelming. Therefore, and given the goal of introducing an innovative
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method in linguistic aggregation studies, we discard such variables, retaining
only 20 variables.6 This limited amount of variables enables us to perform a
very precise analysis, in which the behavior of the individual variables can be
monitored. An overview of the linguistic variables is presented in Table 4.

Table 4: Overview of the linguistic variables with their variants, and potential sources
of linguistic variation.

Translation Forms Linguistic variation
1 Burg, Stadt burc, burg, burgi, burgo phonological, inflection
2 doch, aber dhoh, doh, thoh phonological
3 in, an an, at, in, In, n lexical, language
4 in, auf an, at, in, zi lexical, language
5 in, bei an, at, in, innan lexical, language
6 in, mit an, in lexical
7 in, nach an, in, innan lexical
8 in, zu an, at, in, In lexical, language
9 man man, manno inflection
10 Mond manen, mano, manon inflection
11 noch ne, nec, ni, noh, Noh inflection
12 nun, jetzt nu, [nu], nú graphical
13 Paradies paradis, paradise, paradises, para-

disi, paradiso
inflection

14 so so, só, sos, Soso, sus graphical, inflection
15 so, als so, Só graphical
16 Sonne sol, sunna, sunne, sunnon, sunnun inflection
17 Tochter dohtar, dohter, tohter, tohterun phonological, inflection
18 über, auf oba, obar, ober, ubar phonological
19 unter undar, under, untar, untar-, untar

zuisgen
phonological

20 zuerst at erist, azs erist, erist, zi erist, zí
heristen

lexical, phonological

4.2 Measuring distances

For all the remaining variables, we now want to calculate the distance between
the texts. If two texts employ frequently the same word form to express a certain
translation, then they are considered to be similar and their distance is small.
Vice versa, if two texts employ frequently a different word form to express a
certain translation, then they are considered to be dissimilar and their distance
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is large. An example is given above, in the introduction to this paper. This basic
rationale lies principally at the heart of all distance-based aggregation studies,
such as dialectometry (Seguy 1971; Goebl 1982; Nerbonne and Kretzschmar
2003) and sociolectometry (Geeraerts et al. 1999; Speelman, Grondelaers, and
Geeraerts 2003; Plevoets et al. 2008). However, there is one clear distinction
between the two approaches. Dialectometric studies typically aggregate across
all variants, without taking the intermediate level of the linguistic variable into
account, whereas sociolectometric studies do consider this level. Incorporating
the intermediate (semantic) level has clear advantages, as is shown in Speelman
et al. (2003); Ruette, Speelman, and Geeraerts (2013).

Note that at this point, it might be possible to perform some normalization
of the word forms. As an example, in the case of von in Table 2, the form fón is
merely an indication of the rhythm of the text and can therefore be merged with
the form fon. Similarly, the capitalized form Fon could be collapsed with fon,
as well. In the current paper, as mentioned above, we refrain from performing
any of these normalization steps, because we want to incorporate the reasons
for normalization in the interpretation of the final transparent aggregation.
Also, performing this normalization would be outside the introductory goal of
this paper.

The distances between the texts on the basis of a single variable can be
easily measured using R. Let us take Table 2 again, which we will store in the
R variable obs.von.ct. By simply using the command dist(obs.von.ct),
we can calculate the Euclidean distances between the rows of the contin-
gency table. However, following Speelman et al. (2003), we will employ
the use of the Manhattan distance (or City-Block distance). This distance
can be calculated equally comfortably with the command dist(obs.von.ct,
method=�manhattan�).7 Given the substantial differences in size between
the texts, it is advisable to take the relative frequencies of the word forms per
text. In other words, we do not want to compare the absolute frequency of a
word form in one text to the absolute frequency of a word form in another text.
Rather, we want to compare the relative preference of one word form over the
other word forms. The required relative frequency for this comparison is easily
achieved in R by performing the command prop.table(obs.von.ct, 1).
The result is a distance matrix that reveals the distances between all possible
pairs of texts. The distance between texts A and B equals the distance between
B and A, so it suffices to report on the values below the diagonal. And obvi-
ously, the distance between two identical texts is zero, so that the diagonal is
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zero throughout. An example of such a distance matrix, on the basis of the
occurrences of variants for von, can be found in Table 5. We can perform this
step for all translations (or variables), appending each distance matrix to a list
variable, which we might call dmats in R.

Table 5: Distance matrix for von.

Heliand Isidor Monsee Fragments Otfrid Tatian
Heliand 0.00
Isidor 1.00 0.00

Monsee Fragments 1.00 0.03 0.00
Otfrid 0.70 0.97 0.97 0.00
Tatian 0.70 1.00 1.00 0.13 0.00

A straightforward aggregation study would now simply aggregate the
distances for all the translations by taking the mean of all pairwise distances.
This can be easily achieved by summing the distance matrices of all translations
(with the R command dmats.sum <- Reduce('+', dmats), and dividing
the sum by the amount of translations (with the R command dmats.mean <-

dmats.sum / length(dmats).
The two resulting objects, i.e. dmats (the list of distance matrices per

variable) and dmat (the mean distances across the variables), can be used as
input for a dimension reduction technique known as Multidimensional Scaling
(MDS) (Kruskal 1964a,b). The latter distance matrix dmat is the optimal input
for the most commonly used version of MDS, which is two-way one-mode
MDS. Two-way refers to the fact that the input matrix has two dimensions,
and one-mode refers to the fact that there is only one type of objects available,
c.q. texts. In other words, the two dimensions of the distance matrix carry the
same objects. The former (list of) distance matrices in dmats is suited for a
three-way two-mode MDS. Three-way refers to the fact that there are three
dimensions. Indeed, a single distance matrix from dmats has two dimensions,
and the fact that multiple distance matrices are gathered in a list forms the third
dimension. Two-mode refers to the fact that there are two types of objects.
In dmats, we have the texts (which are the objects on the two dimensions of
a single distance matrix), but we also have information about the individual
variables, represented by each separate distance matrix. In other words, the two
dimensions of a single distance matrix carry the texts, and the third dimension
of the list carries the information about the variables.

There are several options for performing MDS, and for this paper, we
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choose the SMACOF variant (Cox and Cox 2001: Chapter 11.2).8 Our choice
is mainly motivated by the fact that the SMACOF variant of three-way two-
mode MDS is the only one available for R (de Leeuw and Mair 2009), as far as
we know. For reasons of consistency, we therefore also perform the two-way
one-mode MDS with SMACOF.

4.3 Transparent aggregation

In order to explain transparent aggregation, we first show the opaqueness of the
outcome of a regular aggregation. Typically, aggregation takes place when the
distance measurements of all input variables are collapsed. As we have seen
above, one could perform this step by merely averaging over all the pairwise
distances, which has resulted in the distance matrix dmats.mean in our case.
Because a single distance matrix can be unwieldy and hard to interpret, two-
way one-mode MDS to two or three dimensions is performed, so that a visual
representation of the distance matrix can be presented, enabling interpretation.
In Figure 1, the two-dimensional representation of dmats.mean is shown.

We can try to interpret Figure 1 by seeing if the position of the texts on the
dimensions makes any sense. The first dimension (from left to right) shows
the extraposition of Heliand, which is an Old Saxon text from the first half
of the nineth century. The other texts are generally considered to be written
in Old High German: Isidor was written on the brink of the nineth century,
the Monsee Fragments were bundled in the early nineth century, Otfrid is an
poetic bible story from the second half of the nineth century, and the Old High
German translation of Tatian’s Diatessaron can be dated in the first half of the
nineth century. This information also helps to interpret the second dimension
of Figure 1 (bottom to top) since it is exactly the Tatian that is bein extraposed,
which is a translated text from Latin.

Although these positions of the texts in Figure 1 are somewhat interesting,
the information has come to us through a black box and there is no way
of finding out which variables have caused this configuration. Even if the
retrieved structure is interpretable, we cannot trace back to why this structure
differentiates between Old Saxon and Old High German, and why a translated
text is apparently different from a non-translated text.

Therefore, we perform the INDSCAL analysis on R variable dmats, which
contains a list of the distance matrix for every linguistic variable, by means of
the R code smacofIndDiff(dmats, metric=F, constraint=�diagonal�).
Note that we have used the variable dmats here, which contains the unreduced
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Figure 1: Two-dimensional representation of the aggregated distances for Old
German texts.
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pairwise distances between the text for each individual linguistic variable. The
complete R code that was used for measuring the distances and creating the
figures is reported in Listing 1.

Listing 1: R implementation for Individual Differences Scaling in SMACOF.
1 # r e q u i r e some l i b r a r i e s
2 l i b r a r y ( smacof )
3 l i b r a r y ( x t a b l e )
4
5 # read i n t h e o b s e r v a t i o n s , a v a i l a b l e a t
6 # h t t p : / / k o r p l i n g . german . hu−b e r l i n . de / ~ tom / d a t a s e t s / o b s e r v a t i o n s . t x t
7 obs <− read . t a b l e ( " o b s e r v a t i o n s . t x t " , h e ade r =T , sep=" \ t " )
8
9 # i n i t i a l i z e some v a r i a b l e s

10 t a b s = l i s t ( )
11 dmats = l i s t ( )
12 dmatnames = l i s t ( )
13 i = 1
14
15 # go th rough t h e t r a n s l a t i o n s
16 f o r ( t r a n s i n l e v e l s ( obs $ T r a n s l a t i o n ) ) {
17 t r a n s = gsub ( " ^ [ ␣ ] ∗ " , " " , t r a n s , p e r l =T) # remove wh i t e s p a c e
18 obs . wor t = obs [ obs $ T r a n s l a t i o n == t r a n s , ] # s u b s e t
19 obs . wor t . d l = d r o p l e v e l s ( obs . wort , e x c e p t =" Text " ) # drop l e v e l s
20 obs . wor t . c t = t a b l e ( obs . wor t . d l $Text , obs . wor t . d l $Form ) #

c o n t i n g e n c y t a b l e
21 # l i m i t t h e amount o f v a r i a b l e s
22 i f ( l eng th ( l e v e l s ( obs . wor t . d l $Form ) ) > 1 && # more than one

v a r i a n t
23 l eng th ( l e v e l s ( obs . wor t . d l $Form ) ) < 6 && # l e s s than s i x

v a r i a n t s
24 nchar ( t r a n s ) > 1 && # t r a n s l a t i o n l o ng e r than one c h a r a c t e r
25 l eng th ( obs . wor t . c t [ rowSums ( obs . wor t . c t ) > 0 ] ) /
26 l eng th ( l e v e l s ( obs . wor t . d l $Form ) ) == 5) { # e v e r y t e x t has obs .
27 t a b s [ [ i ] ] = obs . wor t . c t # save c o n t i n g e n c y t a b l e
28 # c a l c u l a t e t h e d i s t a n c e
29 obs . wor t . d i s t = 0 . 5 ∗ d i s t ( prop . t a b l e ( obs . wor t . c t , 1 ) ,
30 method=" manha t t an " )
31 obs . wor t . d i s t [ i s . na ( obs . wor t . d i s t ) ] = 0 # r e p l a c e NA d i s t a n c e

w i t h 0
32 dmats [ [ i ] ] = obs . wor t . d i s t # save d i s t a n c e ma t r i x
33 dmatnames [ [ i ] ] = t r a n s # save v a r i a b l e name = t r a n s l a t i o n
34 i = i + 1 # i n c r emen t c o un t e r
35 }
36 }
37
38 # agg r ega t e opaque l y
39 dmats . sum = Reduce ( ’+ ’ , dmats ) # sum ma t r i c e s c e l l by c e l l
40 dmats .mean = dmats . sum / l eng th ( dmats ) # d i v i d e t o g e t mean
41 f i t = smacofSym ( dmats .mean , m e t r i c =F ) # per fo rm two−way one−mode MDS
42
43 # r ende r t h e o u t p u t
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44 png ( " opaquemds . png " , wid th =2000 , h e i g h t =2000 , r e s =300)
45 p l o t ( f i t $ conf , t y p e =" n " , x l im=c ( −1 . 1 , 1 . 1 ) , y l im=c ( −1 . 1 , 1 . 1 ) , x l a b ="

Dimension ␣1 " ,
46 y l ab=" Dimension ␣2 " )
47 t e x t ( f i t $ conf , l a b e l s = l e v e l s ( obs $Text ) , cex =0 . 7 )
48 dev . o f f ( )
49
50 # agg r ega t e t r a n s p a r e n t l y
51 f i t = smaco f I ndD i f f ( dmats , c o n s t r a i n t =" d i a g o n a l " , ndim=2 , me t r i c =F ,
52 ve r bo s e =TRUE, eps =0 . 1 , i tmax =100) # per fo rm INDSCAL w i t h SMACOF
53
54 # e x t r a c t t h e Group S t imu l u s Space
55 gs s = f i t $ gspace
56
57 # e x t r a c t t h e Con f i g u r a t i o n Weigh t s
58 cws = c ( )
59 f o r ( k i n f i t $ cwe i gh t s ) {
60 w = diag ( k ) # d i agona l c o n s t r a i n t p u t s CWs on d i agona l
61 cws = rbind ( cws , w)
62 }
63 rownames ( cws ) = u n l i s t ( dmatnames )
64
65 # r ende r t h e o u t p u t
66 png ( " g s s . png " , wid th =2000 , h e i g h t =2000 , r e s =300)
67 m = max ( abs ( g s s ∗ 1 . 1 ) )
68 p l o t ( gss , t yp e =" n " , x l im=c (−1 ,1) , y l im=c (−1 ,1) , x l a b =" Dimension ␣1 " ,
69 y l ab=" Dimension ␣2 " )
70 t e x t ( gss , l a b e l s = l e v e l s ( obs $Text ) , cex =0 . 7 )
71 dev . o f f ( )
72
73 png ( " cws . png " , wid th =2700 , h e i g h t =2000 , r e s =300)
74 par ( xpd=TRUE, mar=c ( 4 , 1 3 , 1 , 1 ) +0 . 1 )
75 p l o t ( cws , x l im=c ( 0 ,max ( cws [ , 1 ] ) +0 . 1 ) , y l im=c ( 0 ,max ( cws [ , 2 ] ) +0 . 1 ) ,

t y p e =" n " ,
76 x l ab=" Dimension ␣1 " , y l a b =" Dimension ␣2 " )
77 t e x t ( cws , l a b e l s =c ( 1 : l eng th ( rownames ( cws ) ) ) , cex =0 . 7 )
78 segments ( 1 , 1 , cws [ , 1 ] , cws [ , 2 ] , c o l=" da r kg r e y " )
79 l egend ( −0 . 6 , 1 . 8 , l egend=pas t e ( c ( 1 : l eng th ( rownames ( cws ) ) ) ,
80 rownames ( cws ) , sep=" \ t " ) , cex =0 . 7 )
81 dev . o f f ( )

5 Results

The output of the INDSCAL analysis is visually presented in Figures 2 and
3. Figure 2 contains the Group Stimulus Space, which represents the low-
dimensional overarching structure of the texts. Unsurprisingly, there is con-
siderable similarity between the Group Stimulus Space in Figure 2 and the
outcome of the more opaque two-way one-mode MDS in Figure 1.
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Figure 2: Group Stimulus Space of the INDSCAL analysis of Old German texts.
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Just as in Figure 1, the first dimension (from left to right) sets apart the
Heliand text on the right. Interestingly, though, is also the advanced position to
the left of the Monsee Fragments. Thus, the distance between Heliand, an Old
Saxon and northwestern text, and the Monsee Fragments, a text from Bavaria
and from the southeast, is maximized. It thus seems that the first dimension
can be geographically interpreted, distinguishing between the northeast and the
southwest. The second dimension of Figure 1 resembles the second dimension
of the INDSCAL analysis in Figure 2, as well. From top to bottom, we observe
again the extrapostion of Tatian, which is a word-by-word translation of a
preceding Latin text. Interestingly, on the bottom end of the second dimension
lies the Isidor text, which is in fact also a translation and which is generally
praised for its independence of the preceding Latin text. This suggests that
“degree of translation” is not a valid interpretation of the second dimension.

Table 6: Configuration Weights of the INDSCAL analysis of Old German texts in
tabular form.

Dimension 1 Dimension 2
1 Burg, Stadt 0.89 1.83
2 doch, aber 0.84 1.86
3 in, an 1.32 0.74
4 in, auf 1.37 0.35
5 in, bei 1.32 0.73
6 in, mit 1.38 0.29
7 in, nach 1.38 0.29
8 in, zu 1.32 0.74
9 man 0.74 2.00

10 Mond 1.19 1.22
11 noch 1.22 1.13
12 nun, jetzt 1.05 1.46
13 Paradies 1.01 1.63
14 so 0.53 2.12
15 so, als 0.41 2.28
16 Sonne 1.02 1.60
17 Tochter 1.05 1.46
18 über, auf 1.25 1.01
19 unter 0.81 1.91
20 zuerst 1.10 1.39

Whereas the previous opaque aggregation could not link up the interpreta-
tion of the dimensions with the input variables — and can therefore not yield a
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Figure 3: Configuration weights of the INDSCAL analysis of Old German texts in
visual form.

22



definitive conclusion —, the output of an INDSCAL analysis allows for exactly
this by means of the Configuration Weights. The Configuration Weights of the
current analysis are represented as a table (for the exact weights) in Table 6
and as a visualization (for an intuitive idea of the spread) in Figure 3. The
most interesting linguistic variables are those that have a Configuration Weight
over 1 for one dimension, and a Configuration Weight under 1 for the other
dimension, because they are maximally different from the Group Stimulus
Space. These linguistic variables are easily discovered in Figure 3 by looking
at the extremes of the ray around (1,1). On the lower right side of the ray, we
find linguistic variables 4, 6 and 7, and on the upper left side of the ray, we
find 15 and 14.

For the sake of simplicity, we will initially limit our interpretation of
the Configuration Weights to these five variables. We start with variable
7, which has a Configuration Weight of (1.38, 0.29). This means that the
variable shows more variation on Dimension 1 than the Group Stimulus Space
(i.e. more extraposition of Heliand, and northeast-southwest distinction), and
less variation on Dimension 2 (i.e. less extraposition of Tatian). From Table 4,
we can read that this variable for translation in, nach contains the variants
an, in, innan and that we consider the main source of linguistic variation for
this variable to be lexical. To make things more clear, we have provided the
contingency table of this variable in Table 7. The contingency table (here with
additional relative frequences per text) shows immidiately that Heliand sets
itself apart from the other texts by choosing the word an for expressing Modern
German in, nach, whereas the other texts prefer in.

Table 7: Contingency table (with relative frequencies) for in, nach.

an in innan
Heliand 12 (0.92) 0 (0) 1 (0.08)
Isidor 0 (0) 2 (1) 0 (0)

Monseer Fragmente 0 (0) 3 (1) 0 (0)
Otfrid 0 (0) 7 (1) 0 (0)
Tatian 0 (0) 17 (1) 0 (0)

For variable 6 (in, mit: an, in) “in, with” and 4 (in, auf: an, at, in, zi) “in,
on” a very similar story can be told. For both variables, all texts except Heliand
prefer in, and Heliand prefers an. However, for variable 4, it is interesting to
not that Otfrid does not exclusively use in, but in 0.03% of the cases also zi.
Heliand uses at one single time for the Modern German in, auf.
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Let us now shift to the other side of the ray of ConfigurationWeights. Since
variable 15 only shows orthographical variation, we will look a bit closer into
variable 14. This variable stands for the Modern German translation so “so,
thus, such” and has the variants so, só, sos, Soso, sus. From the Configuration
Weights (0.53,2.12) we can expect that the variation of Dimension 1 will be
downplayed, and that the variation of Dimension 2 will be emphasized, i.e. the
extraposition of Tatian will be more outspoken. However, from the contingency
table in Table 8, we immidiately see that the cause for this emphasized distance
is the orthographical variant só.

Table 8: Contingency table (with relative frequencies) for so.

so só sos Soso sus
Heliand 183 (1) 0 (0) 0 (0) 0 (0) 0 (0)
Isidor 21 (0.81) 0 (0) 0 (0) 0 (0) 5 (0.19)

Monseer Fragmente 12 (0.92) 0 (0) 1 (0.08) 0 (0) 0 (0)
Otfrid 176 (0.90) 0 (0) 1 (0.01) 0 (0) 18 (0.09)
Tatian 2 (0.29) 3 (0.43) 0 (0) 1 (0.14) 1 (0.14)

Let us consider the next linguistic variable on the ray. This is variable 9,
man: man, manno “man” with Configuration Weights (0.74, 2.00) and the
corresponding contingency table in Table 9. Interestingly enough, this variable
does not support the original idea that Tatian was extraposed on Dimension 2.
Rather, this variable suggests that it is the Isidor text that should be considered
to be very different.

Table 9: Contingency table (with relative frequencies) for man.

man manno
Heliand 37 (0.97) 1 (0.03)
Isidor 0 (0) 1 (1)

Monseer Fragmente 6 (1) 0 (0)
Otfrid 35 (1) 0 (0)
Tatian 3 (1) 0 (0)

6 Conclusion

The results of the analysis above show distances between Old German texts
on the basis of a limited set of input variables. The retrieved distances are not
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insightful, as long as the relation to the input variables can not be maintained.
Therefore, we applied INDSCAL instead of a more typical two-way one-mode
MDS, because INDSCAL is capable of showing both the aggregated structure
on the basis of the distances, and the relationship of the individual variables to
this overarching structure. As such, INDSCAL is a succesful method for the
aggregated study of linguistic variation. In our case study on Old German texts,
we selected twenty linguistic variables on the basis of practically arbitrary
frequency requirements. Without making any claims that the variables catch
important characteristics, the variables were used to calculate distances between
the texts, and the measured distances were used as input for an INDSCAL
analysis. The initial interpretation of the first dimension of the Group Stimulus
Space was confirmed by a close inspection of the variables, but a steady
interpretation of the second dimension had to be discarded. This shows the
power of a transparent aggregation over a typically black box interpretation of
a two-way one-mode MDS analysis.

With regard to the case study, a number of problems obviously remains.
However, since the goal of this paper is methodological innovation, we will only
mention these problems here, and suggest remedies. The linguistic variables
that were used in the case study have been selected on frequency requirements
alone, and are therefore not necessarily linguistically relevant. Moreover, some
of the variables contained uninteresting orthographical variation that might
have skewed the outcome. It might therefore be advisable to put some more
philological and linguistic effort in the feature selection. Another problem with
construction of the input variables lies in the dependency on the translation
level in the reference corpus Old German. As an example, the word form
manno only occurs very infrequently in our dataset, due to the restriction that
the translation should be man. Although manno occasionally occurs with
this translation, manno is generally translated withMensch. In addition, two
translation dictionaries, one for Old High German and one for Old Saxon, were
used to generate the translation level, which might have introduced systematic
inconsistencies. The requirement that the translation level of the word forms
had to be completely identical caused a very restricted dataset, that might
actually be too strict. Moreover, falling back on theModern German translation
might not do justice to subtle meaning distinctions that existed in the Old
German period. It is well possible that two Old German words with different
meanings are collapsed in a single Modern German word, and this would
make the used linguistic variables even more imprecise. Therefore, with all
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these remaining issues not resolved, the main importance of this paper must
be methodological.

To conclude this paper, then, we highlight the decision of making the used
R commandos explicit in this paper. When introducing an innovative quanti-
tative method, users are often overwhelmed by statistical and mathematical
information. What is important for the end-user, however, is the practical
application of the method. This paper therefore explained every step on the
way of an INDSCAL analysis, together with the R commandos. The technically
interested reader is referred to Takane et al. (1977), Cox and Cox (2001), Borg
and Groenen (2005) and Ruette and Speelman (2013) for more quantitative
and statistical information.

Notes
1In fact, statistical measure Cronbach’s α (Cronbach 1951) was designed to estimate the

homogeneity of a dataset. A dataset with a poor Cronbach’s α has too much variance across
the variables, so that a dimension reduction is not acceptable.

2The details about the Old (High) German research domain will not be discussed in great
depth, because this paper has above all a methodological value.

3The statistical aggregation analysis reported on in this paper is performed in the program
R (R Core Team 2012).

4The fact that these translations are automatically assigned is somewhat problematic, because
different dictionaries (Schützeichel 2012; Tiefenbach 2010) lie at the origin of the Old High
German and the Old Saxon texts. Therefore, the lexicographic descriptions might deviate,
which causes certain word forms not to group together in a variable. However, since this is a
stricter-than-necessary test, the retrieved variables will be the best variables.

5These texts were discussed above in some detail.
6Very precisely, we discarded variables if the translation consisted of only one character

(e.g. punctuation), if the amount of variants was not larger than 1, if the amount of variants was
not smaller than 6, and if not all texts have occurrences of at least one variant.

7The R code in Listing 1 shows that the distances are divided by two, i.e. multiplied by 0.5.
This division normalizes the distances between [0,1] and has no influence on the outcome.

8Other possibilities for non-metric MDS in R can, among others, be found in the library
MASS (Venables and Ripley 2002), in the form of methods isoMDS or sammon.
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